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entries because these data structures are cached only in CR3
and the TLBs.

System logic normally defines the cacheable address space by
implementing external registers which BIOS or other system
software initializes during boot with the cacheable (or non-
cacheable) ranges of the address space. Lookups in these regis-
ters are then used by system logic to control the state of the
KEN and WB/WT input signals. KEN controls the caching of
memory reads for both the instruction and data caches, and
WB/WT (together with the PWT bits written by the operating
system) controls the MESI state of cacheable read misses and
write hits in the data cache.

Most or all of the high memory address range, which lies
between 640 Kbyte and 1 Mbyte, is typically specified as non-
cacheable by system logic. BIOS ROM is typically hardware-
aliased to addresses in this region, and BIOS uses some of the
RAM in this region to address locations that should not be
cached, such as memory-mapped I/O ports (video, disk, net-
work, and other devices). Thus, system logic typically does not
assert KEN during accesses to high memory.

System logic can, of course, drive KEN so as to specify any
other areas of memory as non-cacheable, although this is nor-
mally not done.

6.1.4 SMM Memory Space and Cacheability

If the optional System Management Mode (SMM) is imple-
mented, system logic must ensure that, during SMM, all mem-
ory accesses are to the SMM memory space rather than to main
memory. In general, system designs that do not overlap the
address space of SMM memory and main memory are simpler
to design and may perform better. Section 6.3 on page 6-23
summarizes the details of SMM. This section deals only with
memory usage in SMM.

Figure 6-2 shows the default map of the SMM memory area. It
consists of a 64-Kbyte area, between 0003_0000h and
0003_FFFFh, of which the top 32 Kbytes (0003_8000h and
0003_FFFFh) must be populated with RAM. The SMM service-
routine entry point is located at 0003_8000h.

Memory
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During boot, the address decoder must allow BIOS to address
the SMM memory area in the main memory address space
without entering into the SMM mode in order to initialize it
with configuration parameters and the SMM service routine.
Thereafter, the BIOS typically remaps the area from its default
location in low memory to high or extended memory, as shown
in Figure 6-1. After the remapping by BIOS, the address
decoder must allow only the processor to access the SMM mem-
ory area. Other bus masters must be prevented from accessing
it, unless the system design specifically calls for such access.
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FIGURE 6-2. Default SMM Memory Map
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System logic controls the cacheability of SMM memory with
KEN in the same way that it controls the cacheability of mem-
ory space. If SMM memory is to be non-cacheable, KEN must
be held negated from when SMI is asserted until SMTACT is
negated. If SMM memory is to be cacheable, KEN must be
asserted for cacheable read cycles.

Memory
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The cacheability of SMM memory has both advantages and dis-
advantages. By caching SMM memory, the advantage of faster
repetitive accesses is offset by delays due to overwriting cache
lines that may otherwise be reusable after returning from
SMM. If the program that was running prior to entry into SMM
ran out of the cache, and the same program continued to run
after the return from SMM, the processor would need to refill
the caches with the same information after returning from
SMM. If an SMM routine frequently accesses the same loca-
tions, the delays due to cache refills and writeback-invalidates
may be worthwhile. But if an SMM routine seldom accesses the
same locations, the speed of returning and continuing on with
the prior program might be improved by not caching SMM
memory. :

If SMM memory space overlaps main memory space that is
cacheable, FLUSH must be asserted when SMI is asserted so
that memory accesses in SMM do not hit locations cached from
main memory. If SMM memory is to be cacheable, FLUSH
must also be asserted with SMI when entering SMM, and the
SMM service routine must execute the WBINVD instruction to
invalidate the caches just prior to executing the RSM instruc-
tion, which returns the processor from SMM. The use of
FLUSH or WBINVD adds potentially significant time to the
entering and leaving of SMM.

6.2 Cache

Systems with multiple bus masters that share cacheable mem-
ory require methods for controlling access to the bus and con-
trolling the coherency of shared memory. The sections below
summarize certain principles and methods used by system
logic, in concert with software, to maintain the coherency of
the processor’s level-1 (or L1) on-chip caches and optional
level-2 (or L2) external cache.

The internal architecture of the processor’s L1 instruction and
data caches is described in Section 2.3 on page 2-13. The oper-
ating system writes the cache disable (CD) and not-
writethrough (NW) bits in CRO to enable and disable caching,
independent of hardware. Thereafter, the operating system
may write the PCD and PWT bits in the page directory and
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page table entries to control caching properties for specific
physical pages. The PCD and PWT bits control the state of the
PCD and PWT output signals, which system logic can use to
control L2 caching.

L2 Cache

To improve system performance, an L2 cache can be added
between the processor and main memory. The L2 cache can be
implemented for 3-2-2-2 bursts using 15-ns asynchronous
SRAM on a 60-MHz or 66-MHz bus. Faster bursts can be imple-
mented with synchronous SRAM. 9-ns SSRAM can achieve 3-1-
1-1 bursts at 66 MHz and 10-ns SSRAM can achieve 2-1-1-1
bursts at 50 MHz.

Most system designs that implement an L2 cache do so using
(a) an L2 cache that is significantly larger than the combined
sizes of the L1 caches, (b) L2 cache lines that are at least as
wide as L1 cache lines (32 bytes or more), and (c) cache-line
fills that follow the principle of inclusion, which says that any
line in the L1 cache is guaranteed to be in the L2 cache.

The first principle (L2 cache bigger) guarantees that the 1.2
cache will have data that is not already in the L1 cache. The
second principle (L2 cache line size greater or equal to L1
cache line size) can simplify and speed up transfers from the
L2 cache to the L1 cache. The third principle (inclusion) can
simplify and speed up cache-coherency signaling for inquire
cycles—if an inquire cycle misses in the L2 cache, the system
can safely assume it is not in the L1 cache without having to
query the processor directly.

Cacheability and Cache-State Control

The PCD bits maintained by the operating system are a deter-
mining factor in the state of the processor’s CACHE output sig-
nal for each bus cycle. CACHE indicates the processor’s intent
to drive a read or write cycle as a burst cycle. The signal is only
asserted for reads that the operating system determines to be
cacheable, and for writebacks of modified lines. These write-
backs can be caused by inquire cycles, internal snoops, the
FLUSH signal, the WBINVD instruction, or cache-line replace-
ments. CACHE is not asserted for cache hits that are

Cache
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writethroughs, which are driven as single writes rather than
burst writes.

From the system’s viewpoint, the cacheability of bus cycles is
controlled by the KEN and WB/WT inputs, as described in Sec-
tion 6.1.3 on page 6-4. During reads, system logic can use the
assertion of CACHE to initiate a table lookup of cacheable
addresses. Such lookups are not normally necessary during
writebacks, because the location (having already been cached)
is known to be cacheable and KEN has no effect on the proces-
sor during writes (only during reads). '

The MESI state of a cache-line fill (read miss) or a write hit to a
shared line is determined by the states of the PWT bits and the
WB/WT input signal. The MESI-state transitions for reads and
writes are given in Table 2-2 on page 2-19. Complete descrip-
tions of the signals that control cacheability and cache coher-
ency are given on the following pages:

CACHE—Section 5.2.15 on page 5-50
EADS—Section 5.2.20 on page 5-59
HIT—Section 5.2.25 on page 5-72
HITM—Section 5.2.26 on page 5-74
INV—Section 5.2.33 on page 5-89
KEN—Section 5.2.34 on page 5-90
PCD—Section 5.2.39 on page 5-100
PWT—Section 5.2.43 on page 5-106
WB/WT—Section 5.2.56 on page 5-134

6.2.3 Writethrough vs. Writeback Coherency States

The terms writethrough and writeback apply to two related con-
cepts in a read/write cache like the processor’s L1 data cache
or an L2 cache. The following conditions apply to both the
writethrough and writeback modes:

m Memory Writes—There is a relationship between memory
writes and their concurrence with cache updates:

* A memory write that occurs concurrently with a cache
update to the same location is a writethrough.
Writethroughs are driven as single cycles on the bus.
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* A memory write that occurs after a previous cache up-
date to the same location is a writeback. Writebacks are
driven as burst cycles on the bus.

m Coherency State—There is a relationship between MESI
coherency states and writethrough-writeback coherency
states of lines in the cache:

¢ shared MESI lines are in the writethrough state

* modified and exclusive MESI lines are in the writeback
state

Table 2-2 on page 2-19 gives an overview of cache-access states
from the viewpoint of both memory writes and coherency
state. Chapter 5 deals with memory writes. This section deals
with the coherency state of cache lines.

Typically, system logic participates in the coherency control of
individual data-cache lines during read misses and write hits to
shared lines by driving WB/WT as shown in Tables 5-17 and 5-18
on page 5-136. The PWT bit also enters into this control, but it
is written by the operating system rather than system logic.
Alternatively, system logic can force the on-chip data cache to
statically observe a writethrough or a writeback protocol by
tying WB/WT as follows:

m  Writethrough Protocol—Tie WB/WT Low
m  Writeback Protocol—Tie WB/WT High

In the writethrough protocol, a cache line is either in the
shared or invalid state. All write hits to shared lines in the data
cache also cause 1-to-8-byte writethroughs to memory. Thus, in
writethrough cache lines, the MESI protocol is not fully
observed—the line never transitions to the exclusive or modi-
fied MESI states. In the writeback protocol, by contrast, a
cache line can be in the shared, exclusive, modified, or invalid
MESI state. Write hits only cause writethroughs to memory if
the hit is to a shared line. Writebacks can be caused by inquire
cycles, internal snoops, the FLUSH signal, the WBINVD
instruction, or cache-line replacements.

The advantages and disadvantages of these modes are as fol-
lows:

s Writethrough Protocol:

Cache
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¢ Repetitive writes to the same location are slower than in
writeback mode.

e No updates to the data cache are hidden from the sys-
tem.

¢  When returning from SMM with SMM memory cache-
able, there is no need to write back modified lines in the
data cache, so the mode transition may be faster. (Both
caches, however, must be invalidated.)

m  Writeback Protocol:

¢ Repetitive writes to the same location are faster than in
writethrough mode.

¢ Updates that hit exclusive or modified lines in the data
cache are hidden from the system.

¢  When returning from SMM, in which SMM memory is
cacheable, modified lines in the data cache must be writ-
ten back before invalidating both caches, so the mode
transition may be slower.

In single-processor systems with no other caching master, WB/
WT is typically tied High. This allows the processor to cache all
cacheable reads in the exclusive state, and all cacheable writes
update only the cache. In systems with multiple caching mas-
ters, WB/WT can be generated after inquire cycles to all other
caching masters by the logical OR of HIT from all of the mas-
ters. This allows the processor to cache reads in the exclusive or
modified state only if no other master has a copy.

The write-once protocol, as described in Section 6.2.6 on page
6-19, combines the system visibility features of pure
writethrough and writeback protocols. While the writeback
function can support higher performance in systems with a sin-
gle caching master, the writethrough function is required for
certain transitions in the write-once protocol in systems with
multiple caching masters.

6.2.4 Inquire Cycles

System logic maintains coherency between external caching
devices and the processor’s internal caches by driving inquire
cycles to the processor during shared-memory accesses by
other caching masters. Inquire cycles are often called snoops or
invalidations, but these terms are too general to clearly differ-
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entiate the function of an inquire cycle from the functions of
snoops and invalidations that work and/or are initiated in quite
different ways (see the preface for a short list of definitions).
For example, the AMD5¢86 and Pentium processors support
only inquire cycles and internal snoops to their L1 cache. They
do not support continuous address bus watching.

The processor responds to inquire cycles by looking up the
inquire address in its physical tags. The physical-tag lookups
are done in parallel with the linear-tag lookups that support
program execution, so inquire cycles do not normally affect
processor performance. Even when inquire cycles hit modified
lines, which require writebacks to memory, only the proces-
sor’s use of the bus is potentially affected. It can normally con-
tinue to operate out of its cache during a writeback.

Inquire cycles are initiated with EADS, INV, and an inquire
address on A31-A5. In response, the processor asserts HIT if
the inquire cycle address matches the address of a valid line in
the instruction or data cache, or it asserts both HIT and HITM
if the address matches a modified line in the data cache. If
HITM is asserted, the processor writes the modified line back to
memory. If INV was asserted with EADS, a hit invalidates the
line. If INV was negated with EADS, a hit leaves the line in the
shared state, or transitions it from the modified to shared state.
On the AMD5¢86 processor, the maximum inquire or invalida-
tion rate with inquire cycles is one every two clocks, because
HIT and HITM change state two clocks after EADS, and EADS
can be asserted in the same clock in which HITM is negated.

The MESI-state transitions for inquire cycles, internal snoops,
and cache invalidations are given in Table 2-3 on page 2-20 and
Table 5-11 on page 5-73.

System logic typically drives inquire cycles to the processor
during memory accesses by another bus master. If the proces-
sor has a look-through L2 cache, inquire cycles need be driven
to the processor only when a prior inquire cycle hits in the pro-
cessor’s L2 cache, or during line replacements in the proces-
sor’s L2 cache. To implement inquire cycles to the processor or
L2 cache for every memory access by another caching master,
system logic can generate EADS using the equivalent of ADS
from the other caching master.

Cache
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Inquire cycle logic in systems with look-aside caches can be
simplified by monitoring only HITM and ignoring HIT. This
works because the resulting state of a hit line is determined
only by the state of INV during the inquire as follows:

m If INV is negated during a hit, the hit line—whether shared,
exclusive or modified—transitions to the shared state. Thus,
the inquiring master can safely cache the same data in the
shared state without knowing whether the inquire cycle hit
in the processor’s cache (and thus, without system logic
monitoring HIT).

m If INV is asserted during a hit, the hit line—whether shared,
exclusive or modified—transitions to the invalid state. For
modified lines, the invalidation occurs after a writeback.

m If the inquire cycle misses, irrespective of the state of INV,
the inquiring master can cache the target data in the shared
state, although it will not have enough information to cache
that line in the exclusive state (this requires that HIT be
monitored).

Lookaside caches must implement a signal with which to
inform the memory controller that a processor access or an
inquire cycle hit the L2 cache, so as to disable the memory
from responding. A version of HIT can be implemented for this
purpose.

Inquire cycle logic in systems with a look-through L2 cache
normally monitor both HIT and HITM from the processor,
because such systems often implement the write-once cache
protocol. This protocol requires caching in the exclusive state at
certain transitions, and the exclusive state can only be identi-
fied if both HIT and HITM are monitored.

6.2.5 Bus Arbitration for Inquire Cycles

Before running an inquire cycle, system logic must obtain con-
trol of the address bus by asserting AHOLD, BOFF, or HOLD.
These signals provide access to the bus with differing condi-
tions and speed.

In most systems, the choices are between BOFF and AHOLD.
Due to its slow response time, HOLD is usually considered only
when backward compatibility with prior-generation sub-
systems requires it or when the integrity of in-progress bus
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cycles is of paramount importance. Support for BOFF is usu-
ally needed to resolve potential deadlock problems that arise
as a result of inquire cycles, and if BOFF is supported, there is
usually no reason to support HOLD. The sections that follow
further describe these relative advantages and disadvantages.

BOFF obtains control of the full bus (address and data) in the
next clock, intervening in any in-progress bus cycle if neces-
sary. It provides the fastest response of the three bus-hold
inputs. The processor floats its outputs in the next clock after
the assertion of BOFF. Thus, the signal can also be used not
only for inquire cycles but also to resolve deadlock between
two bus masters during inquire cycles.

BOFF is useful, and often necessary, in both single-bus and
multiple-bus systems. Because of its ability to help resolve
deadlock during shared-memory accesses to cached locations,
it is required in virtually all systems with multiple caching
masters. For example, if Master A controls the bus and
attempts to write a memory location that is cached by Master B
in a modified state, a shared L2 controller could drive an
inquire cycle to Master B, forcing a writeback. But Master B
cannot write back until Master A is off the bus. In this case, the
L2 controller could use HITM from Master B to gate the asser-
tion of BOFF to Master A.

System logic typically drives separate BOFF signals to each
bus master in the system. The assertion by system logic of
BOFTF to a shared L2 cache for an inquire cycle need not inter-
fere with the processor’s continued operation out of its L1
cache. In addition, the assertion by system logic of BOFF to a
look-through 1.2 cache for an inquire cycle need not interfere
with the processor’s continued accesses to that L2 cache.

Figure 6-3 shows an example of BOFF in a system with two
caching masters—a processor and another caching master—
sharing the processor bus. A typical sequence for inquire
cycles that hit a modified line in the processor’s cache might be
as follows:

1. The other master (or system logic) asserts BOFF to the pro-
cessor.

2. The other master (or system logic) drives an inquire cycle
(represented by EADS) to the processor.

Cache
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3. The processor responds with HITM to system logic.

4. System logic asserts BOFF to the requesting master. (HITM
from the processor can be used to generate BOFF.)

5. The other master negates BOFF to the processor so that the
processor can write back its modified line to main memory
and the shared L2 cache.

() soFF

A

Other
AMD5
Procesxs?): @ EADS Caching
- Master

—=T \om
@ Writeback @ BOFF

<: Processor Bus >

-
v A 4 y v w v

Look-Aside System Main
L2 Cache Logic Memory

< System Bus >

FIGURE 6-3. BOFF Example

A configuration in which both caching masters were on oppo-
site sides of a shared L2 look-through cache would have some-
what similar operations, except that the L2 cache controller
would do much of the signalling ascribed to system logic in Fig-
ure 6-3.
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AHOLD?’s sole function is to support inquire cycles. The asser-
tion of AHOLD by system logic only gets control of the address
bus, leaving the data bus available to the processor for the
completion of an in-progress bus cycle. If an inquire cycle hits
a modified line while AHOLD is asserted, the writeback can
occur while AHOLD is either asserted or negated.

AHOLD is useful primarily in systems with multiple buses and
multiple bus masters, where operations can occur on the sepa-
rate buses independently and in parallel, and system logic
would drive separate AHOLD signals to each caching master.
This configuration occurs, for example, if the processor shares
its bus only with a look-through L2 cache, and other caching
masters work in parallel on a system bus that is isolated by sys-
tem logic from the L2 cache controller. Figure 6-4 shows such a
design.

A typical sequence for inquire cycles that hit modified lines in
the processor’s cache might be as follows:

1. The master on the system bus requests access to memory.

2. System logic responds by asserting BOFF to the processor’s
L2 cache controller.

3. System logic drives an inquire cycle (represented by EADS)
to the L2 controller.

4. The L2 controller responds with HITM to system logic
(assuming the addressed location is cached by the L2).

5. System logic asserts BOFF to the requesting master on the
system bus. (HITM from the L2 controller can be used to
generate BOFF to the other master.)

6. The L2 controller asserts AHOLD to the processor.

7. The L2 controller drives an inquire cycle (represented by
EADS) to the processor.

8. The processor responds with HITM to the L2 controller,
indicating that the processor may have a later copy of the
location than does the L2 cache.

9. System logic negates BOFF to the L2 cache controller so
that the processor can write back its modified line to mem-
ory and the L2 cache.

Cache
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FIGURE 6-4. AHOLD and BOFF Example
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System logic can use the HOLD (request) and HLDA (acknowl-
edge) protocol to gain control of the address and data buses.
Like BOFF, HOLD/HLDA gains control of both the address and
data buses but only after the processor completes any in-
progress bus cycle or a sequence of cycles, like a locked cycle.
However, unlike BOFF, the HOLD/HLDA protocol cannot
resolve deadlock. In systems where deadlock can occur BOFF
must be used, and there is no need to support HOLD/HLDA.

6.2.6 Write-Once Protocol

Among the several write protocols that can be implemented by
the L1 and L2 caches, the write-once protocol is of special
interest for systems in which the processor has an L2 cache on
a separate bus from other caching masters. In such designs, the
write-once protocol allows caching masters to simultaneously
cache shared copies of data until one of the masters writes to
that location, at which time the writing master can have the
data exclusively and other caching masters must invalidate
their copies. The protocol allows other masters to determine
whether the processor has a modified line in its L1 cache by
driving an inquire cycle to the L2 cache, and it allows other
masters, via inquire cycles, to intervene in the processor’s
exclusive use of the data.

Figure 6-5 shows an example. System logic drives separate WB/
WT input signals to the L1 and L2 cache. During line fills and
writes to the L1 cache, the protocol then works as follows:

1. During a read miss, the processor fills a line in the L1. At
the same time, system logic (or the L2) fills a line in the L2
with the same data, and drives the WB/WT input Low
(writethrough) to both the L1 and L2. This leaves the L1
and L2 caches as follows:

L1 cache line in the shared state
L2 cache line in the shared state

2. During the first write to that line, the processor updates the
shared line in the L1 and L2, and writes through to memory.
At the same time, system logic drives the L1 WB/WT input
Low (writethrough) and the L2 WB/WT input High (write-
back). This leaves the L1 and L2 caches as follows:

L1 cache line in the shared state
L2 cache line in the exclusive state

Cache
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The writethrough to memory must be accompanied by an
invalidation of this line in any other caching master’s cache.

3. During the second write to that line, the processor updates
its shared line and writes through to the exclusive line of the
L2 cache. At the same time system logic drives the L1 WB/
WT input High (writeback), the L2 WB/WT input can also
be driven but has no effect. This leaves the L1 and L2
caches as follows:

L1 cache line in the exclusive state
L2 cache line in the modified state

(If the design of the L2 permits line transitions directly
- from the shared to modified state, the state transitions in
Step 2 can be skipped.)

4. During the next write to that line, the processor updates its
exclusive line. The WB/WT input has no effect. This leaves
the L1 and L2 caches as follows:

L1 cache line in the modified state
L2 cache line in the modified state -

5. During all subsequent writes to that line, the processor sim-
ply updates its modified line.

Inquire cycles to the L2 cache that occur between Steps 1 and 3
get a HIT but not a HITM, thus avoiding the need to drive
simultaneous or subsequent inquire cycles to the L1 cache.
These inquire cycles to the L2 cache are done in parallel with
the processor’s L1 and L2 accesses, so they do not reduce the
processor’s performance when it works out of its caches. How-
ever, inquire cycles to the L2 cache that occur after Step 3 get
a HITM. In these cases, the L2 cache drives a subsequent
inquire cycle to the L1 cache, which may have updated a modi-
fied copy after the last update to the L2 cache. These inquire
cycles to L1 are done in parallel with the processor’s own L1
accesses, but they will block the processor’s access to the L2
cache.
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FIGURE 6-5. Write-Once Protocol
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6.2.7 Cache Invalidations

The term invalidation usually means one of the following
things:

m Individual Cache Lines—Writebacks and/or invalidations of
single lines in the instruction and data caches can be done
with inquire cycles (driven by system logic) or internal
snoops (initiated by the processor). These invalidations are
described in Section 6.2.4 on page 6-12, in the section on
Internal Snooping on page 2-22, and elsewhere throughout
this manual.

m Entire Cache Contents—Writebacks and/or invalidations of
the entire contents of the instruction and data caches can
be done with the INVD or WBINVD instructions, or with the
FLUSH signal. These invalidations are typically performed
by the operating system or system logic during task or mode
changes. The invalidations are described on pages 5-67 and
5-181.

The MESI-state transitions for cache invalidations are given in
Table 2-3 on page 2-20.

6.2.8 A20M Masking of Cache Accesses

The processor samples A20M only in Real mode, and applies
‘A20M masking to its linear cache tags, through which all pro-
grams access the caches. Thus, assertion of AZ0M affects all

program-generated cache addresses, including the following:

m Cache-line fills (caused by read misses)

m Cache writethroughs (caused by write misses or write hits
to lines in the shared state)

m Cache accesses that occur while the processor does not con-
trol the bus

However, AZ0M does not mask writebacks or invalidations
caused by the following actions, which are looked up only in
the physical (not the linear) tags:

m Internal snoops

m Inquire cycle

m The FLUSH signal
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m The WBINVD instruction

Asserting AZ0M masks Real-mode cache addresses even while
the processor does not control the bus. Thus, if another master
takes control of the bus and causes the assertion of AZ0M, this
masks cache accesses occurring concurrently in the processor.
However, it does not affect the correct execution of programs,
because linear and physical addresses are identical in Real
mode.

The Pentium processor applies masking only to physical
addresses, not to linear addresses. This difference between the
AMD5¢86 and Pentium processors of masking linear vs. physi-
cal addresses is not visible to software because linear and
physical addresses are identical in Real mode, and the
AMD586 processor samples AZ0M only in Real mode.

6.3  System Management Mode (SMM)

SMM is an operating mode entered via an interrupt and per-
formed by an interrupt service routine. It is designed for power
management and other system control activities that can occur
transparently to conventional operating systems like DOS and
Windows. The code and data for SMM are stored in an SMM
memory area that should be separate from main memory.

The processor enters SMM when system logic asserts the SMI
interrupt and the processor acknowledges it with SMTACT, at
which point the processor saves its state and jumps to the SMM
service routine. The processor returns from SMM when it exe-
cutes the RSM (resume) instruction from within the SMM ser-
vice routine. Upon return, the processor picks up where it left
off in its prior operating mode, except that special return
options are provided when the processor enters SMM from the
Halt state or from a trapped /O instruction, as described in the
sections below.

The sections below summarize the SMM state-save area, entry
into and exit from SMM, and exceptions and interrupts in
SMM. Section 6.1.4 on page 6-5 summarizes memory allocation
and addressing in SMM. The SMI and SMIACT signals are
described on pages 5-117 and 5-122, respectively.

System Management Mode (SMM) 6-23



AMDAQ
AMD?5,86 Processor Technical Reference Manual 18524B/0—Mar1996

6.3.1 Operating Mode and Default Register Values

The software environment in SMM has the following features:

m Addressing as in Real mode
m 4-Gbyte segment limit

m Default 16-bit operand, address, and stack size, although
instruction prefixes can override these defaults

m Control transfers that do not override the default operand
size truncate the EIP to 16 bits

m  Far jumps or calls cannot transfer control to a segment with
a base address requiring more than 20 bits, as in Real mode
segment-base addressing.

A20M is not recognized (unlike the Pentium processor)

Interrupt vectors use the Real-mode interrupt vector table
(but see Section 6.3.8 on page 6-32)

The IF flag in EFLAGS is cleared (INTR not recognized)
m  The NMI interrupt is disabled

The TF flag in EFLAGS is cleared (single-step traces dis-
abled)

m Debug register DR7 is cleared (debug traps disabled)

Figure 6-2 on page 6-7 shows the default map of the SMM mem-
ory area. It consists of a 64-Kbyte area, between 0003_0000h
and 0003_FFFFh, of which the top 32-Kbytes (0003_8000h and
0003_FFFFh) must be populated with RAM. The default code-
segment (CS) base address for the area—called the SMM Base
Address—is at 0003_0000h. The top 512 bytes (0003_FFFFh to
0003_FEO00h) contain a fill-down SMM state-save area. The
default entry point for the SMM service routine is at
0003_8000h.

Table 6-1 shows the initial state of registers when entering
SMM.
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TABLE 6-1. Initial State of Registers in SMM

Initial Contents
Register
Selector Base Attributes Limit

Cs 3000h (seg(;(li_t?(?r?(()il.l& 4) 16-bit, expand-up 4 Gbytes
DS 0000h 0000_0000h 16-bit, expand-up 4 Gbytes
ES 0000h 0000_0000h 16-bit, expand-up 4 Gbytes
FS 0000h 0000_0000h 16-bit, expand-up 4 Gbytes
GS 0000h 0000_0000h 16-bit, expand-up 4 Gbytes
SS 0000h 0000_0000h 16-bit, expand-up 4 Gbytes
General-Purpose Unmodified

EFLAGS 0000_0002h

EIP 0000_8000h

CRO Bits 0, 2, 3, 31 cleared (PE, EM, TS, PG). Others are unmodified.
CR4 0000_0000h

GDTR Unmodified

LDTR Unmodified

IDTR Unmodified

TR Unmodified

DR7 Unmodified

DR6 Undefined

6.3.2 SMM State-Save Area

When the processor acknowledges an SMI interrupt by assert-
ing SMIACT, it saves its state in the 512-byte SMM state-save
area shown in Table 6-2. The save begins at the top of the SMM
memory area (SMM Base Address + FFFFh) and fills down to
SMM base address + FEOOh.

Table 6-2 shows the offsets in the SMM state-save area relative
to the SMM base address. The SMM service routine can alter
any of the read/write values in the state-save area. The con-
tents of any reserved locations in the state-save area are not
necessarily the same between the AMD5¢86 processor and the
Pentium or 486 processors.
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TABLE 6-2. SMM State-Save Area Map

18524B/0—Mar1996

Offset (hex) Contents Size (bits) Type
FFFC CRO 32 read-only
FFF8 CR3 32 read-only
FFF4 EFLAGS 32 read/write
FFFO EIP 32 read/write
FFEC EDI 32 read/write
FFE8 ESI 32 read/write
FFE4 EBP 32 read/write
FFEO ESP 32 read/write
FFDC EBX 32 read/write
FFDS8 EDX 32 read/write
FFD4 ECX 32 read/write
FFDO EAX 32 read/write
FFCC DR6 (FFFF_CFF3h) 32 read-only
FFC8 DR7 32 read-only
FFC4 TR 16 (upper 16 reserved) read-only
FFCO LDTR 16 (upper 16 reserved) read-only
FFBC GS 16 (upper 16 reserved) read-only
FFB8 FS 16 (upper 16 reserved) read-only
FFB4 DS 16 (upper 16 reserved) read-only
FFBO SS 16 (upper 16 reserved) read-only
FFAC CSs 16 (upper 16 reserved) read-only
FFAS8 ES 16 (upper 16 reserved) read-only
FFA4 1/0 Trap Dword 32 (See Section 6.3.6) read-only
FFAO reserved 32 —
FF9C /O Trap EIP 32 read-only
FF98 reserved 32 —
FF94 reserved 32 —
FF90 IDT Base 32 read-only
FF8C IDT Limit 16 (upper 16 reserved) read-only
FF88 GDT Base 32 read-only
FF84 GDT Limit 16 (upper 16 reserved) read-only
Notes:

1. Locations marked “reserved” may change in future processors.
2. Writing locations marked as “read-only” has unpredictable results.
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Offset (hex) Contents Size (bits) Type
FF80 TR Attributes 12 (upper 20 reserved) read-only
FF7C TR Base 32 read-only
FF78 TR Limit 20 (upper 12 reserved) read-only
FF74 LDT Attributes 12 (upper 20 reserved) read-only
FF70 LDT Base 32 read-only
FF6C LDT Limit 20 (upper 12 reserved) read-or}ly
FF68 GS Attributes 12 (upper 20 reserved) read-only
FF64 GS Base 32 read-only
FF60 GS Limit 20 (upper 12 reserved) read-only
FF5C FS Attributes 12 (upper 20 reserved) read-only
FF58 FS Base 32 read-only
FF54 FS Limit 20 (upper 12 reserved) read-only
FF50 DS Attributes 12 (upper 20 reserved) read-only
FF4C DS Base 32 read-only
FF48 DS Limit 20 (upper 12 reserved) read-only
FF44 SS Attributes 12 (upper 20 reserved) read-only
FF40 SS Base 32 read-only
FF3C SS Limit 20 (upper 12 reserved) read-only
FF38 CS Attributes 12 (upper 20 reserved) read-only
FF34 CS Base 32 read-only
FF30 CS Limit 20 (upper 12 reserved) read-only
FF2C ES Attributes 12 (upper 20 reserved) read-only
FF28 ES Base 32 read-only
FF24 ES Limit 20 (upper 12 reserved) read-only
FF20 reserved 32 —
FF1C reserved 32 —
FF18 reserved 32 —
FF14 CR2 32 read-only
FF10 CR4 32 read-only
FFOC I/0 Restart ESI 32 read-only
FF08 I/0 Restart ECX 32 read-only
Notes:

1. Locations marked “reserved” may change in future processors.
2. Writing locations marked as “read-only” has unpredictable results.

System Management Mode (SMM)
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TABLE 6-2. SMM State-Save Area Map (continued)
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Offset (hex) Contents Size (bits) Type
FF04 I/0 Restart EDI 32 read-only
FF02 Halt Restart Slot 16 (See Section 6.3.5) read/write
FF00 1/0 Trap Restart Slot 16 (See Section 6.3.7) read/write
FEFC SMM Revision Identifier 32 (See Section 6.3.3) read-only
FEF8 SMM Base Address 32 (See Section 6.3.4) read/write
FEQOO - FEF4 reserved 32 —
Notes:

1. Locations marked “reserved” may change in future processors.
2. Writing locations marked as “read-only” has unpredictable results.

6.3.3 SMM Revision Identifier

The SMM revision identifier at offset FEFCh in the SMM state-
save area specifies the version of SMM and the extensions that
are available on the processor. The SMM revision identifier
fields are as follows:

Bits 31-18—reserved

Bit 17—SMM base address relocation (always 1 = enabled)
Bit 16—1/0 trap restart (always 1 = enabled)

Bits 15-0—SMM revision level = 0000

These fields are the same as in the Pentium processor. Unlike
the Pentium processor, however, the I/O trap restart and the
SMM base address relocation functions are always enabled in
the AMDS5¢86 processor and do not need to be specifically
enabled.

6.3.4 SMM Base Address

During RESET, the processor sets the code-segment (CS) base
address for the SMM memory area—the SMM Base Address—to
its default, 0003_0000h. The SMM base address at offset FEF8
in the SMM state-save area can be changed by the SMM ser-
vice routine to any address that is aligned to a 32-Kbyte bound-
ary. (Locations not aligned to a 32-Kbyte boundary cause the
processor to enter the Shutdown state when executing the
RSM instruction.)
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If the SMM base address is rewritten, the processor saves its
state at the new base address the next time SMM is entered,
and each time thereafter, until RESET. The relocated
addresses for the SMM memory will then be as follows:

m  SMM base address—Default: 0003_0000h. Relocated: offset
FEF8 in the SMM state-save area (see Table 6-2)

m  Service Routine Entry Point—SMM base address + 8000h
m Top—SMM base address + FFFFh

This SMM base address relocation feature is compatible with
the Pentium processor’s analogous feature. The following
pseudo-code implements a relocatable SMM base address in
BIOS:

begin

{

if SMI Handler is to be Relocated then
{
set SMM Base Address (offset FEF8h) to new value
resume

}
else
{
SMM execution to begin at relocation area.
resume
}
}
end

To relocate the SMM base address above the 1-Mbyte limit
imposed by Real-mode segment addressing, use the address-
override prefix to generate the offset in 32-bit registers. If the
SMM base address is relocated to a block below 16 Mbytes,
data in the DS segment (which has a segment base of
0000_0000h) can be accessed by the following code:

mov ebx,00FExxxxh; 64K segment from OOFE_0000h to OOFE_FFFFh
mov ax, ds:[ebx]
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6.3.5

Halt Restart Slot

During entry into SMM, the halt restart slot at offset FF02h in
the SMM state-save area specifies if SMM was entered from
the Halt state. Before returning from SMM, the halt restart slot
can be written by the SMM service routine to specify whether
the return from SMM should take the processor back to the
Halt state or to the instruction-execution state specified by the
SMM state-save area.

On entry into SMM, the halt restart slot is configured as fol-
lows:

m Bits 15-1—Undefined
m Bit 0—Point of entry to SMM:
1 = entered from Halt state.
0 = not entered from Halt state

Before return from SMM, the halt restart slot can be written
as:

m Bits 15-1—Undefined
m Bit 0—Point of return from SMM
1 = return to Halt state
0 = return to state specified by SMM state-save area

The fields of the halt restart slot are the same as in the Pen-
tium processor auto halt restart slot. During entry into and exit
from SMM, the processor writes or reads only bit 0 of the 16-bit
value although the entire 16 bits can be read or written by the
service routine. The Pentium-compatible pseudo-code for
implementing the halt restart slot in BIOS is as follows:

begin
§f return to Halt state then
gf SMI#'during Halt state then
set halt restart slot to OO0FFh
}ené

If the return takes the processor back to the Halt state, the
HLT instruction is not refetched, but the Halt special bus cycle
is driven on the bus after the return.
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| 6.3.6 1/0 Trap Dword

If the assertion of SMI is recognized on the boundary of an I/O
instruction, the I/O trap dword at offset FFA4h in the SMM
state-save area contains information about the instruction. The
fields of the I/O trap dword are configured as follows:

Bits 31-16—1/0 port address

m Bits 15-2—reserved

m Bit 1—Valid I/O instruction (1 = valid, 0 = invalid)

m Bit 0—Input or output instruction (1 = INx, 0 = OUTx)

The /O trap dword is related to the I/O trap restart slot,
described below. Bit 1 of the I/O trap dword (the valid bit)
should be tested if the I/O trap restart slot is to be changed.

6.3.7 I/0 Trap Restart Slot

The 1/O trap restart slot at offset FFOOh in the SMM state-save
area specifies whether the assertion of SMI was recognized on
the boundary of an I/O instruction, and if so, whether the
trapped I/O instruction should be re-executed on return from
SMM. This is sometimes called the I/O-instruction restart func-
tion. Re-executing a trapped I/O instruction is useful, for exam-
ple, if an I/O write to disk finds the disk powered down. The
system logic monitoring such an access can assert SMI. Then
the SMM service routine would query system logic, find a
failed I/O write, take action to power-up the I/O device, enable
the I/O trap restart slot feature, and return.

The fields of the I/O trap restart slot are configured as follows:

m  Bits 31-16—reserved

m Bits 15-0—1/0 instruction restart on return from SMM:
0000h = execute the next instruction after the trapped I/O
instruction
00FFh = re-execute the trapped I/O instruction

The processor initializes the I/O trap restart slot to 0000h upon
entry into SMM. If SMM was entered due to a trapped I/O
instruction, the processor indicates the validity of the I/O
instruction by setting or clearing bit 1 of the I/O trap dword at
offset FFA4 in the SMM state-save area, as described in Sec-
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tion 6.3.6. The SMM service routine should test bit 1 of the I/O
trap dword to determine the validity of the I/O instruction
before writing the I/O trap restart slot. If the I/O instruction
was valid, the SMM service routine can safely rewrite the I/O
trap restart slot with the value 00FFh, which causes the proces-
sor to re-execute the trapped I/O instruction when the RSM
instruction is executed. If the I/O instruction was invalid, writ-
ing the I/O trap restart slot has undefined results. If sequential
SMI interrupts occur, the second entry into SMM will never
have bit 1 of the I/O trap dword set, and the second SMM ser-
vice routine should not rewrite the I/O trap restart slot.

The pseudo-code for implementing I/O Trap Restart in BIOS is
as follows:

begin
gf 1/0 instruction needs to be restarted then
gf valid I/0 instruction (test offset FFA4) then
set I/0 restart slot (offset FFOO) to OO0FFh
} }

end

During a simultaneous SMI I/O-instruction trap and debug
breakpoint trap, the AMD5¢86 processor first responds to the
SMI and postpones writing the exception-related information
to the stack until after the return from SMM via the RSM
instruction. If debug registers DR3-DRO are used in SMM, they
must be saved and restored by the SMM software. The proces-
sor automatically saves and restores DR7-DR6. If the I/O trap
restart slot in the SMM state-save area is written with the
value 00OFFh when the RSM instruction is executed, the debug
trap does not occur until after the I/O instruction is re-exe-
cuted.

6.3.8 Exceptions and Interrupts in SMM

When SMM is entered, the processor disables both INTR and
NMI interrupts. On both the AMD5;86 and Pentium proces-
sors, INTR interrupts are disabled by clearing the IF flag in
EFLAGS. But the mechanism by which NMI interrupts are dis-
abled and subsequently recognized differs between the
AMDS5¢86 and Pentium processors.

6-32 System Design



AMDQ

18524B/0—Mar1996

AMD5,86 Processor Technical Reference Manual

During SMM, the Pentium processor does not respond to NMI
until the beginning of its response to the first INTR or software
interrupt (INTn) to occur after entering SMM. NMIs can thus
be enabled by using a dummy interrupt. When an INTR or soft-
ware interrupt is recognized, the processor first responds to a
pending NMI interrupt before executing the first instruction of
the INTR handler. By contrast, the AMD5,86 processor recog-
nizes a pending NMI interrupt after returning (via the IRET
instruction) from a prior interrupt.

The same dummy interrupt used on the Pentium processor to
enable NMI recognition during SMM works on the AMD5,86
processor. The only difference is that the AMD5¢86 processor
responds to the NMI after the IRET of the dummy interrupt
whereas the Pentium processor responds at the beginning of
the dummy interrupt. All other exceptions and interrupts
within SMM are fully compatible with those supported by the
Pentium processor in SMM.

The IF flag in EFLAGS is cleared automatically when the pro-
cessor enters SMM, thus disabling maskable interrupts. The
HLT instruction should not be executed in SMM without first
setting the IF bit.

Table 5-2 on page 5-9 and Table 5-3 on page 5-17 summarize the
behavior of all interrupts in SMM.

6.3.9 SMM Compatibility with Pentium Processor

The differences in SMM functions between the AMD5,86 and
Pentium processors are described in Section A.5 on page A-12.

6.4 Clock Control

The processor’s consumption of power can be controlled by
reducing the frequency of the processor and/or bus clocks
when there is no computational or user activity. System logic
initiates this control by asserting STPCLK, which causes the
processor to complete any in-progress bus cycle and enter the
Stop Grant state (processor’s internal clock stopped), from
which system logic can subsequently transition the processor
to its Stop Clock state (CLK stopped). These clock control func-

Clock Control
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tions can be entered from any of the processor’s normal operat-
ing modes (Real, Virtual-8086, or Protected mode), from
system management mode (SMM), or from the Halt state.

In typical PC systems that implement power control, the STP-
CLK, CLK, and SMI signals are driven by external power man-
agement logic that monitors activity on the address and cycle-
definition signals. In a typical case, the power management
logic may notice that, after having initiated SMM to power
down one or more I/O devices, another several minutes have
elapsed without activity. Power management logic can again
assert SMI, the SMM service routine would obtain the relevant
information and decide to power itself (the processor) down,
and the decision would be communicated to the power man-
agement logic, which would assert STPCLK to the processor
and, optionally, stop driving CLK to the processor and other
logic. For details on SMI and STPCLK, see pages 5-117 and
5-123, respectively.

6.4.1 State Transitions

The five states in the processor’s clock-control protocol, as
shown in Figure 6-6, are as follows:

m Normal Execution: Real mode, Virtual-8086 mode, Protected
mode, or System Management Mode (SMM). In this state,
all clocks run at full speed.

Halt State

Stop Grant State

Stop Grant Inquire State
Stop Clock State

The sections below describe each of the four low-power states.

6.4.2 Halt State

The processor enters the Halt state from the normal operating
modes (Real, Protected, or Virtual-8086) or SMM when it exe-
cutes the HLT instruction. The processor leaves the Halt state
and returns to its prior operating mode when RESET, SMI,
INIT, NMI, or INTR is asserted. If STPCLK is asserted within
the Halt state, the processor transitions to the Stop Grant
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state, and it returns to the Halt state when STPCLK is negated.
No processor registers are saved before entering the Halt state
because the processor returns to the next unexecuted instruc-
tion in program order when it returns to its prior operating
mode. When the processor returns to the Halt state, the HLT
instruction is not refetched but the processor drives the Halt
special bus cycle on the bus after the return.

Within the Halt state, the processor disables the majority of its
internal clock distribution and (if STPCLK is asserted) the
internal pullup resistor on STPCLK. However, its phase-lock
loop still runs, its key internal logic is still clocked, most of its
inputs and outputs retain their last state (except D63-D0 and
DP7-DP0 which are floated), and it still responds to input sig-
nals.

The HLT instruction is commonly executed by modern UNIX-
type operating systems as a method of entering an idle loop.
The operating system sees that it has no pending processes,
therefore nothing to execute, so it executes HLT. Entry into
the Halt state achieves the same power-saving effect as entry
into the Stop Grant state, but the method is simpler and faster.
Entry into the Halt state requires only the execution of the
HLT instruction, whereas entry into the Stop Grant state
requires that system logic monitor system activity, assert STP-
CLK, and decode the processor’s acknowledgment (potentially
several clocks later) via the Stop Grant special bus cycle.

Clock Control
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HLT Instruction STPCIK Asserted
Normal Mode
- Real
RESET, SWI, INIT, Virtual-8086 STPCIR Negated,
or INTR Asserted - Protected or RESET Asserted
-SMM -
I
STPCIR Asserted
STPCIK Negated
Y Y
EADS FADS
Halt > St::‘ l:u?irraem < Stop Grant
State - state > State
A
CLK CLK
Started Stopped
Y
Stop Clock
State

FIGURE 6-6. Clock Control State Transitions
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Stop Grant State

The assertion of STPCLK causes the processor to enter the
Stop Grant state. The processor can enter the Stop Grant state
from the normal operating modes (Real, Protected, or Virtual-
8086), SMM, or the Halt state.

When STPCIK is negated, the processor returns to the mode
from which it entered. If the processor entered the Stop Grant
state from the Halt state, negation of STPCLK returns the pro-
cessor to the Halt state. Otherwise, negation of STPCLK or
assertion of RESET returns the processor to the normal operat-
ing mode or SMM, from which it entered. If INIT is asserted in
the Stop Grant state, the signal is latched and acted upon after .
STPCILK is negated. No processor registers are saved before
entering the Stop Grant state because the processor returns to
the next unexecuted instruction in program order when it
returns to its prior operating mode.

Within the Stop Grant state (as in the Halt state) the majority
of the processor’s internal clock distribution and all internal
pullup resistors are disabled. However, its phase-lock loop still
runs, its key internal logic is still clocked, most of its inputs
and outputs retain their last state (except D63-D0 and DP7-
DPO which are floated), and it still responds to input signals.

Stop Grant Inquire State

An inquire cycle driven while the processor is in the Halt or
Stop Grant state causes the processor to transition to the Stop
Grant Inquire state. As for inquire cycles driven from any
other state, system logic must assert AHOLD, BOFF, or HOLD
to obtain the address bus before driving EADS, INV, and the
inquire address.

The processor responds normally to an inquire cycle by driving
HITM and/or HIT and performing any necessary cache-state
transition. If HITM is asserted, the processor drives a normal
writeback (immediately if AHOLD is asserted, or delayed if
BOFF or HLDA is asserted) and returns to the state from which
it entered the Stop Grant Inquire state in the clock in which it
negates HITM. If HITM is not asserted, the processor returns
from the Stop Grant Inquire state to the state from which it
entered, two clocks after EADS.

Clock Control
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6.4.5 Stop Clock State

The processor enters the Stop Clock state when system logic
turns off CLK while STPCLK is asserted. This is the minimum-
power state and it can only be entered from the Stop Grant
state, after BRDY has been returned for the Stop Grant special
bus cycle. In the Stop Clock state, the processor’s phase-lock
loop and I/O buffers are disabled, except for the I/O buffers on
CLK and the JTAG signals. System logic should not change the
state of any signals, and the processor does not recognize any
signal edges in the Stop Clock state.

When CLK is restarted, the processor returns to the Stop Grant
state, responds to inputs in the next clock, but cannot drive bus
cycles until its phase-lock loop is synchronized. The latter
takes several clocks (see the data sheet for this specification).
The CLK can be driven with a different frequency and/or the
bus-to-processor clock ratio can be changed on the BF input
upon restarting CLK.

6.1.6 Clock Control Compatibility with Pentium Processor
The differences in clock control functions between the

AMD5¢86 and Pentium processors are described in Section A.5
on page A-12.

6.5 Power and Ground Design

All of the processor input signals operate at 3 V except CLK,
which can operate at 3 V or 5 V. Compatible 3-V chipsets are
available. If your system operates at 5 V, chipsets that provide
5-V to 3-V voltage translators are available, or you can provide
the translators on your system board. (If you use voltage trans-
lators, they must be fast enough to support your bus speed.)

Due to the processor’s high clock frequency, the package sup-
ports many copies of V. and Vgg to prevent power surges
when multiple outputs change state simultaneously. In addi-
tion, certain precautions must be taken with respect to the
AHOLD input. If the processor has a pending bus cycle when
AHOLD is negated, all of the address drivers turn on almost
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immediately after AHOLD is negated. If the processor is also
driving data with BRDY on the data bus at the same time, the
processor then drives 96 bits simultaneously and ground-
bounce spikes can occur. Such ground-bounce spikes can be
avoided by following these two rules with respect to AHOLD:

m Do not negate AHOLD in the same clock that BRDY is
asserted during a write cycle.

m Do not negate AHOLD in the same clock that ADS is
asserted during a writeback.

In addition to the above restrictions on driving AHOLD, the
following general design recommendations apply to power con-
nections between the processor and the system board:

m Connect all V. pins to a V. plane on your system board.
m Connect all Vg pins to a GND plane on your system board.

m Do not drive address and data buses into large capacitive
loads at high frequencies. This can cause transient power
surges.

Decouple capacitance near the processor.

Use low-inductance capacitors and circuit paths, and type
X7R or better dielectric.

Use capacitors specifically designed for PGA packages.
Tie unused inputs High or Low.
Leave no-connect (NC) pins unconnected.

Connect active-Low inputs to V. through a 20-kQ pullup
resistor. This keeps the inputs in a known state while allow-
ing them to be driven during tests.

m Connect active-High inputs to GND through a pulldown
resistor.

m Keep trace lengths to a minimum.

Power and Ground Design
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6.6  Clock Design

During RESET, the CLK input to the processor should be
grounded until V. has reached its normal operating level and
PWRGOOD is asserted. Figure 6-7 shows this timing. After V.
and CLK reach specification, RESET must be asserted for a
minimum of 1 ms to allow the digital phase-lock loop to syn-
chronize.

X

Vc at Operating Voltage

PWRGOOD /

RESET must be asserted
Ims |<—— foratleast 1 msafter V¢
and CLK are stable.

RESET

No CLK Until V¢ is Stable

CLK

FIGURE 6-7. V,, and CLK
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The clock signal to the processor can be gated with one of the
following methods:

m  Chipset—Figure 6-8 illustrates a delay function that gates
the system CLK with PWRGOOD to generate the CLK input
to the processor (CPUCLK) and RESET. Such a function
can easily be implemented by a chipset.

m Clock Synthesizer with Output Enable—Figure 6-9 illustrates
a clock synthesizer with an OE input driven by PWRGOOD.

m Clock Clamping Circuit—Figure 6-10 illustrates a clamping
circuit that grounds CPUCLK for a predetermined time.

The clock clamping circuit shown in Figure 6-10 has several
advantages. In addition to delaying CPUCLK until V. has
reached specification, it also prevents noise glitches on the
clock signal from being sensed by the processor during this
time. Noise glitches are typically caused by poor design of the
clock generator startup circuit, poor layout of the PCB, power
supply ringing while V. is reaching specification, or a long
voltage slew rate (such as 100 ms). The integrity of CPUCLK is
best maintained by passing CPUCLK directly from the core
logic.

CLK CPUCLK
B
Chipset
PWRGOOD RESET
D ——

FIGURE 6-8. CLK Delay Function

Clock Design
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To System

—
Clock
|
Crysta Synthesizer
[

OF

4<} PWRGOOD

FIGURE 6-9. CLK Synthesizer with Output Enable

CPUCLK in o CPUCLK Out
(from Core Logic Chip) RI (to CPU)
o— AN —O
33Q
Vecto CPU R2
(3.3V,5V, or other) 10K
O A%
R3
100K ——
0.001 uF Q2 2N7002
0———| <— N-Channel
r— = — |: MOSFET
Q
. 2N3904
Tuk 71 L — — 1
6VDC T
o - >— O
Ground Ground
(to Core Logic) (to CPU)

FIGURE 6-10. CPUCLK Clamping Circuit
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Noise Reduction

Circuit noise can be minimized by the following design rules:

m  Clock Signal

Place the processor as close as possible to the clock
source.

Route the CPUCLK signal on a single PCB layer. Do not
use vias.

Guard-band the CPUCLK signal with twice the minimum
pitch width to minimize unwanted cross talk.

m Capacitors

Place all capacitors as near as possible to the processor.

Connect the positive sides of all capacitors through vias
directly to the processor power plane.

Connect the negative sides of all capacitors through vias
to the ground plane.

Use tantalum 47 uF and 1 pF capacitors.

Use ceramic capacitors with low equivalent series resis-
tance (ESR) ratings at high frequencies and a minimum
voltage rating of 6 V for all other capacitor values.

Place some capacitors very near to the processor, prefer-
ably on the inside perimeter of the processor socket.

Connect bypass capacitors on the top side of the PCB di-
rectly to the processor’s power pins.

m  Multilayer Printed-Circuit Boards

Use a minimum of four layers—one split power plane,
one ground plane, two routing planes.

m  Regulator Circuit

Use surface-mounted components placed as near as pos-
sible to the processor.

Use at least three vias to the +5-V power plane for the in-
put power connection.

Use at least three vias to the +3-V processor power plane
for the output power connection.

AMD recommends using a split power plane to isolate the pro-
cessor from the rest of the motherboard. This approach
reduces noise without additional PCB planes. The split plane
should be made from a portion of copper that is cut out and iso-

Clock Design
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lated from the PCB 5-V power plane. This cutout region sup-
plies a separate power source for the processor and allows
installation of bypass decoupling capacitors. The capacitors
should be placed across the split power plane to provide signal-
return termination. The processor power plane should overlap
the output pin of the voltage regulator circuit to provide a low-
impedance current path.

The ground plane should never be split because it provides a
low-impedance current sink and reference. Use generous
decoupling to ensure that clean power is supplied to the pro-
Cessor.

6.7 Thermal Désign

In virtually all system designs, the processor’s case tempera-
ture must be kept cool with some type of heatsink device. Typ-
ically, the heatsink is combined with an airflow device, such as
a fan. In general, the trade-off is heat-sink size and cost versus
airflow quantity and temperature. A small, low-cost heat sink
requires more airflow than a larger, more efficient heat sink.

Such cooling products are widely available. For detailed speci-
fications and assistance is selecting a product, contact your
AMD field application engineer or browse the AMD home page
on the World Wide Web (see Section 6.8 for details).

When gluing a heat sink to the processor case, follow these
guidelines:

m Use thermal paste. This optimizes heat transfer.

m  Apply the thermal paste in a thin, smooth, even layer across
the entire processor package. Do not allow air gaps between
the processor package and the heatsink. If air gap exits, the
heatsink will be ineffective.

In addition to the above guidelines for gluing heatsinks to the
processor, observe the following general design guidelines to

minimize the adverse effects of system-generated heat on the
processor and other heat-sensitive system components:

m Place the power supply as far away from the processor as
possible.
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m Place linear devices and regulators away from both the pro-
cessor and the power supply.

m Place high-frequency L2-cache SRAM chips away from both
the processor and the power supply.

m Check the specification for any TTL parts on the board for
thermal considerations.

6.8  Design Support and Peripheral Products

AMD field application engineers (FAEs) can help you solve
system design problems and select peripheral products that
are compatible with the AMD586 processor. You can locate
the FAE nearest you by contacting one of the AMD offices
listed in this manual. You can also find support information on
AMD’s World Wide Web pages. A list of available Web infor-
mation is given at the AMD home page at the following
address:

http://www.amd.com/

Design Support and Peripheral Products 6-45
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Test and Debug

The AMDS5,86 processor has the following modes in which pro-
cessor and system operation can be tested or debugged:

Hardware Configuration Register (HWCR)—The HWCR is a
model-specific register that contains configuration bits that
enable cache, branch tracing, debug, and clock control func-
tions.

Built-In Self-Test (BIST)—Both normal and test access port
(TAP) BIST.

Output-Float Test— A test mode that causes the AMD5¢86
processor to float all of its output and bidirectional signals.

Cache and TLB Testing—The Array Access Register (AAR)
supports writes and reads to any location in the tag and
data arrays of the processor’s on-chip caches and TLBs.

Debug Registers—Standard 486 debug functions, with an I/O-
breakpoint extension.

Branch Tracing—A pair of special bus cycles can be driven
immediately after taken branches to specify information
about the branch instruction and its target. The Hardware
Configuration Register (HWCR) provides support for this
and other debug functions.

Functional Redundancy Checking—Support for real-time

testing using two processors in a master-checker relation-
ship.
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Test Access Port (TAP) Boundary-Scan Testing—The JTAG
test access functions defined by the IEEE Standard Test
Access Port and Boundary--Scan Architecture (IEEE 1149.1-
1990) specification.

Hardware Debug Tool (HDT)—The hardware debug tool
(HDT), sometimes referred to as the debug port or Probe
mode, is a collection of signals, registers, and processor
microcode that is enabled when external debug logic drives
R/S Low or loads the AMD586 processor’s Test Access Port
(TAP) instruction register with the USEHDT instruction.

The test-related signals and their descriptions include the fol-
lowing:

FLUSH—Page 5-67
FRCMC—Page 5-70
ITERR—Page 5-80
INIT—Page 5-82
PRDY—Page 5-104
R/S—Page 5-108
RESET—Page 5-110
TCK—Page 5-128
TDI—Page 5-129
TDO—Page 5-130
TMS—Page 5-131
TRST—Page 5-132

The sections that follow provide details on each of the test and
debug features.

7-2
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1.1 Hardware Configuration Register (HWCR)

The Hardware Configuration Register (HWCR) is a model-spe-
cific register (MSR) that contains configuration bits that
enable cache, branch tracing, debug, and clock control func-
tions. The WRMSR and RDMSR instructions access the HWCR
when the ECX register contains the value 83h, as described in
Section 3.3.5 on page 3-35. Figure 7-1 and Table 7-1 show the
format and fields of the HWCR.

NoOonoO| ©

Disable Data Cache DDC 7

Disable Instruction Cache DIC 6

Disable Branch Prediction DBP 5

Debug Control DC 3-1
000 Off

001  Enable branch trace usages
100  Activate Probe mode on debug trap

Disable Stopping Processor Clocks  DSPC 0

FIGURE 7-1. Hardware Configuration Register (HWCR)

Hardware Configuration Register (HWCR) 7-3



AMDQQ1
AMD5,86 Processor Technical Reference Manual 18524B/0—Mar1996

TABLE 7-1. Hardware Configuration Register (HWCR) Fields

Bit | Mnemonic Description Function
31-8 — — reserved
Disables data cache.
7 DDC Disable Data Cache

0 = enabled, 1 = disabled.
Disables instruction cache.
0 = enabled, 1 = disabled.
Disables branch prediction.

6 DIC Disable Instruction Cache

5 DBP Disable Branch Prediction
B 0 = enabled, 1 = disabled.

4 — — reserved

Debug control bits:
000  Off (disable HWCR debug control).

001 Enable branch-tracing messages.
See Section 7.6 on page 7-17.

010 reserved
3-1 DC Debug Control 011 reserved
100 reserved
101  reserved
110 reserved

111 reserved

. . Disables stopping of internal processor
0 DSPC Disable Stopping clocks in the Halt and Stop Grant states.

Processor Clocks
0 = enabled, 1 = disabled.

Notes:
Documentation on the Hardware Debug Tool (HDT) is available from AMD under a nondisclosure agreement.
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7.2  Built-In Self Test (BIST)

The processor supports the following types of built-in self-test:

m  Normal BIST—A built-in self-test mode typically used to
test system functions after RESET

m Test Access Port (TAP) BIST—A self-test mode started by the
TAP instruction, RUNBIST

All internal arrays except the TLB are tested in parallel by
hardware. The TLB is tested by microcode. Unlike the Pentium
processor, the AMD5,86 processor does not report parity
errors on IERR for every cache or TLB access. Instead, the
AMDS5,86 processor fully tests its caches during the BIST.
EADS should not be asserted during a BIST. The processor
accesses the physical tag array during BISTs, and these
accesses can conflict with inquire cycles.

7.2.1 Normal BIST

The normal BIST is invoked if INIT is asserted at the falling
edge of RESET. The BIST runs tests on the internal hardware
that exercise the following resources:

m Instruction cache:
e Linear tag directory
¢ Instruction array
» Physical tag directory
m Data cache:
¢ Linear tag directory
¢ Data array
¢ Physical tag directory
Entry-point and instruction-decode PLAs
Microcode ROM
TLB

The BIST runs a linear feedback shift register (LFSR) signa-
ture test on the microcode ROM in parallel with a March C test
on the instruction cache, data cache, and physical tags. This is
followed by the March C test on the TLB arrays and then an

Built-In Self Test (BIST)
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LFSR signature test on the PLA, in that order. Upon comple-
tion of the PLA test, the processor transfers the test result
from an internal Hardware Debug Test (HDT) data register to
the EAX register for external access, resets the internal micro-
code, and begins normal code fetching.

The result of the BIST can be accessed by reading the lower 9
bits of the EAX register. If the EAX register value is
0000_0000h, the test completed successfully. If the value is not
zero, the non-zero bits indicate where the failure occurred, as
shown in Table 7-2. The processor continues with its normal
boot process after the BIST completes, whether the BIST
passed or failed.

TABLE 7-2. BIST Error Bit Definition in EAX Register

Bit Bit Value

Number 0 1

31-9 No Error |Always 0
No Error |Data path

No Error |Instruction-cache instructions

No Error . | Instruction-cache linear tags

No Error |Data-cache linear tags
No Error |PLA

No Error |Microcode ROM

No Error |Data-cache data

No Error |Instruction cache physical tags

Ol=IN| W NI N]

No Error |Data-cache physical tags

7.2.2 Test Access Port (TAP) BIST

The TAP BIST performs all of the functions of the normal
BIST, up to and including the PLA signature test, in the exact
manner as the normal BIST. However, after the PLA test, the
test result is not transferred to the EAX register.

The TAP BIST is started by loading and executing the RUN-
BIST instruction in the test access port, as described in Section
7.8 on page 7-19. When the RUNBIST instruction is executed,
the processor enters into a reset mode that is identical to that
entered when the RESET signal is asserted. Upon completion
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of the TAP BIST, the result remains in the BIST result register
for shifting out through the TDO signal. The TRST signal must
be asserted or the TAP instruction must be changed in order to
exit TAP BIST and return to normal operation.

7.3  Output-Float Test

The Output-Float Test mode is entered if FLUSH is asserted
before the falling edge of RESET. This causes the processor to
place all of its output and bidirectional signals in the high-
impedance state. In this isolated state, system board traces and
connections can be tested for integrity and driveability. The
Output-Float Test mode can only be exited by asserting RESET
again.

On the AMD586 and Pentium processors, FLUSH is an edge-
triggered interrupt. On the 486 processor, however, the signal
is a level-sensitive input.

7.4  Cache and TLB Testing

Cache and TLB testing is often done by the BIOS or operating
system during power-up. These arrays can be tested using the
Array Access Register (AAR). The following tests can be per-
formed:

m  Data Cache—8-Kbyte, 4-way, set associative
e Data array
¢ Linear-tag array
¢ Physical-tag array
m  Instruction Cache—16-Kbyte, 4-way, set associative
» Instruction array
¢ Linear-tag array
e Physical-tag array
e Valid-bit array
* Branch-prediction bit array

Output-Float Test
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m 4-Kbyte TLB—128-entry, 4-way, set associative
* Linear-tag array
e Page array
n 4-Mbyte TLB—4-entry, fully associative
¢ Linear-tag array
e Page array

7.4.1 Array Access Register (AAR)

The 64-bit Array Access Register (AAR) is a model-specific
register (MSR) that contains a 32-bit array pointer, which iden-
tifies the array location to be tested, and 32 bits of array test
data to be read or written. The WRMSR and RDMSR instruc-
tions access the AAR when the ECX register contains the value
82h, as described in Section 3.3.5 on page 3-35. Figure 7-2
shows the format of the AAR.

31 0
Array Pointer
(Contents of EDX)
W
MSR
31 o [8h
Array Data
(Contents of EAX)

FIGURE 7-2. Array Access Register (AAR)

To read or write an array location, perform the following steps:
1. ECX—Enter 82h into ECX to access the 64-bit AAR.

2. EDX—Enter a 32-bit array pointer into EDX, as shown in
Figures 7-3 through 7-8 (top).

3. EAX—Read or write 32 bits of array test data to or from
EAX, as shown in Figures 7-3 through 7-8 (bottom).

7-8 Test and Debug



AMDA
18524B/0—Mar1996 AMD?5,86 Processor Technical Reference Manual

7.4.2 Array Pointer

The array pointers entered in EDX (Figures 7-3 through 7-8,
top) specify particular array locations. For example, in the
data- and instruction-cache arrays, the way (or column) and set
(or index) in the array pointer specifies a cache line in the 4-
way, set-associative array. The array pointers for data-cache
data and instruction-cache instructions further specify a dword
location within that cache line. In the data cache, this dword is
32 bits of data. In the instruction cache, this dword is two
instruction bytes plus their associated pre-decode bits. For the
4.Kbyte TLB, the way and set specify one of the 128 TLB
entries. For the 4-Mbyte TLB, one of only four entries is speci-
fied.

Bits 7-0 of every array pointer encode the array ID, which iden-
tifies the array to be accessed, as shown in Table 7-3. To sim-
plify multiple accesses to an array, the contents of EDX is
retained after the RDMSR instruction executes (EDX is nor-
mally cleared after a RDMSR instruction).

TABLE 7-3. Array IDs in Array Pointers

Aniz;iytsl’;):gter Accessed Array
EOh Data Cache: Data
Elh Data Cache: Linear Tag
ECh Data Cache: Physical Tag
E4h Instruction Cache: Instructions
E5h Instruction Cache: Linear Tag
EDh Instruction Cache: Physical Tag
E6h Instruction Cache: Valid Bits
E7h Instruction Cache: Branch-Prediction Bits
E8h 4-Kbyte TLB: Page
ESh 4-Kbyte TLB: Linear Tag
EAh 4-Mbyte TLB: Page
EBh 4-Mbyte TLB: Linear Tag

Cache and TLB Testing 7-9
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74.3 Array Test Data ~

EAX specifies the test data to be read or written with the
RDMSR or WRMSR instruction (see Figures 7-3 through 7-8).
For example, in Figure 7-3 (top) the array pointer in EDX spec-
ifies a way and set within the data-cache linear tag array (E1h
in bits 7-0 of the array pointer) or the physical tag array (ECh
in bits 7-0 of the array pointer). If the linear tag array (E1h)
were accessed, the data read or written includes the tag and
the status bits. The details of the valid fields in EAX are pro-
prietary.

EDX: Array Pointer

31 30 29 28 27 19 18 13 12 8 7 0

& &

Array ID
(ETh, ECh)
EAX: Test Data
31 28 27 : 0
Valid Bits

(E1h) Linear Tag

3 23 22 0

Valid Bits

(ECh) Physical Tag

FIGURE 7-3. Test Formats: Data-Cache Tags
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EDX: Array Pointer

31 30 29 28 27 19 18 13 12 09 8 7 0
Array ID
(Eoh)
EAX: Test Data
3 0
Valid Bits |
(EOh) Data

FIGURE 7-4. Test Formats: Data-Cache Data

Cache and TLB Testing 7-11
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EDX: Array Pointer

31 30 29 28 27 20 19 121 8 7 0
Array ID
Set (E5h, EDh, E6h, E7h)
EAX: Test Data

3 20 19 0
Valid Bits

(E5h) Linear Tag

31 21 20 0

Valid Bits

(EDh) Physical Tag

3 19 18 0
Valid Bits

I

(E6h) Valid Bits

3 19 18 0
Valid Bits

(E7h) Branch-Prediction Bits

FIGURE 7-5. Test Formats: Instruction-Cache Tags
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EDX: Array Pointer
31 30 29 28 27 20 19 21 987 0
Opcode Array ID
Set Bytes | (esh)
EAX: Test Data

31 26 25 0

Valid Bits

(E4h) Instruction Bytes

FIGURE 7-6. Test Formats: Instruction-Cache Instructions

Cache and TLB Testing 7-13
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EDX: Array Pointer

31 30 29 28 27

18524B/0—Mar199%

13 12 8 7 0

Array ID

(E8h, ESh)

EAX: Test Data
31 22 21 0
Valid Bits
(E8h) 4-kbyte i;age and Status
31 20 19 0

(E9h) 4-Kbyte Linear Tag

FIGURE 7-7. Test Formats: 4-Kbyte TLB

Valid Bits

7-14
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EDX: Array Pointer

31 30 29 28 27 8 7

Array ID

(EAh, EBh)

EAX: Test Data
31 12N 0
Valid Bits
(EAh) 4-Mbyte Page and Status
3 15 14 0

Valid Bits

(EBh)‘4-Mbyte Linear Tag

FIGURE 7-8. Test Formats: 4-Mbyte TLB

Cache and TLB Testing 7-15
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7.5  Debug Registers

The processor implements the standard debug functions and
registers—DR7-DR6 and DR3-DRO (often called DR7-DR0)—
that are available on the 486 processor, plus an I/O breakpoint
extension.

7.5.1 Standard Debug Functions

The debug functions make the processor’s state visible to
debug software through four debug registers (DR3-DRO) that
are accessed by MOV instructions. Accesses to memory
addresses can be set as breakpoints in the instruction flow by
invoking one of two debug exceptions (interrupt vectors 1 or 3)
during instruction or data accesses to the addresses. The debug
functions eliminate the need to embed breakpoints in code and
allow debugging of ROM as well as RAM.

For details on the standard 486 debug functions and registers,
see the AMD documentation on the Am486® processor or other
commercial x86 literature.

7.5.2 I/O Breakpoint Extension

The processor supports an I/O breakpoint extension for break-
points on I/O reads and writes. This function is enabled by set-
ting bit 3 of CR4, as described in Section 3.1 on page 3-2. When
enabled, the I/O breakpoint function is invoked by the follow-
ing:

m  Entering the I/O port number as a breakpoint address (zero-
extended to 32 bits) in one of the breakpoint registers,
DR3-DRO

m Entering the bit pattern, 10b, in the corresponding 2-bit
R/W field in DR7

All data breakpoints on the AMD5¢86 processor are precise,
including those encountered in repeated string operations,
which trap after completing the iteration on which the break-
point match occurs.
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Enabled breakpoints slow the processor somewhat. When a
data breakpoint is enabled, the processor disables its dual-
issue load/store operations and performs only single-issue load/
store operations. When an instruction breakpoint is enabled,
instruction issue is completely serialized.

Debug Compatibility with Pentium Processor

The differences in debug functions between the AMD5,86 and
Pentium processors are described in Section A.7 on page A-15.

7.6  Branch Tracing

Branch tracing is enabled by writing bits 3-1 with 001b and set-
ting bit 5 to 1 in the Hardware Configuration Register
(HWCR), as described in Section 7.1 on page 7-3. When thus
enabled, the processor drives two branch-trace message spe-
cial bus cycles immediately after each taken branch instruc-
tion is executed. Both special bus cycles have a BE7-BEO
encoding of DFh (1101_1111b). The first special bus cycle iden-
tifies the branch source, the second identifies the branch tar-
get. The contents of the address and data bus during these
special bus cycles are shown in Table 7-4.

The branch-trace message special bus cycles are different for
the AMD5,86 and Pentium processors, although their BE7-
BEO encodings are the same.

Branch Tracing
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TABLE 7-4. Branch-Trace Message Special Bus Cycle Fields

Signals First Special Bus Cycle Second Special Bus Cycle
A3l 0 = first special bus cycle (source) |1 = second special bus cycle (target)
Operating Mode of Target:
11 = Virtual-8086 Mode
A30-A29 |not valid 10 = Protected Mode
01 = not valid
00 = Real Mode
Default Operand Size of Target Segment:
A28 not valid 1 = 32-bit
0 = 16-bit
A27-A20 |0 0
A19-A4 Code Segment (CS) selector of Code Segment (CS) selector of Branch
Branch Source. Target.
A3 0 0
D31-D0O EIP of Branch Source. EIP of Branch Target.

1.7

Functional-Redundancy Checking

If FRCMC is asserted at RESET, the processor enters Func-
tional-Redundancy Checking mode as the checker, and reports
checking errors on the IERR output. If FRCMC is negated at
RESET, the processor operates normally, although it also
behaves as the master in a functional-redundancy checking
arrangement with a checker.

In the Functional-Redundancy Checking mode, two processors
have their signals tied together. One processor (the master)
operates normally. The other processor (the checker) has its
output and bidirectional signals (except for TDO and TERR)
floated to detect the state of the master’s signals. The master

controls instruction fetching and the checker mimics its behav-
ior by sampling the fetched instructions as they appear on the

bus. Both processors execute the instructions in lock step. The

checker compares the state of the master’s output and bidirec-
tional signals with the state that the checker itself would have

driven for the same instruction stream.

7-18
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Errors detected by the checker are reported on the TERR out-
put of the checker. If a mismatch occurs on such a comparison,
the checker asserts IERR for one clock, two clocks after the
detection of the error. Both the master and the checker con-
tinue running the checking program after an error occurs. No
action other than the assertion of IERR is taken by the proces-
sor. On the AMDS5,86 processor, the IERR output is reserved
solely for functional-redundancy checking. No other errors are
reported on that output.

Functional-redundancy checking is typically implemented on
single-processor, fault-monitoring systems (which actually
have two processors). The master processor runs the opera-
tional programs and the checker processor is dedicated
entirely to constant checking. In this arrangement, the test of
accurate operation consists solely of reporting one or more
errors. The particular type of error or the instruction causing
an error is not reported. The arrangement works because the
processor is entirely deterministic. Speculative prefetching,
speculative execution, and cache replacement all occur in
identical ways and at identical times on both processors if their
signals are tied together so that they run the same program.

The Functional-Redundancy Checking mode can only be
exited by the assertion of RESET. Functional-redundancy
checking cannot be performed in the Hardware Debug Tool
(HDT) mode. The assertion of FRCMC is not recognized while
PRDY is asserted.

7.8  Boundary-Scan Test Access Port (TAP)

The boundary-scan Test Access Port (TAP)—originally pro-
posed by the Joint European Test Action Group (JETAG) and,
later, Joint Test Action Group (JTAG)—is an IEEE standard
that defines synchronous scanning test methods for complex
logic circuits, such as boards containing a microprocessor. The
AMDS586 processor supports the full TAP standard defined in
the IEEE Standard Test Access Port and Boundary-Scan Architec-
ture (IEEE 1149.1-1990) specification.

Boundary-Scan Test Access Port (TAP) 7-19
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The TAP consists of the following:

m Test Access Port (TAP) Controller— A synchronous, finite
state machine that decodes the inputs on the TMS signal to
control a sequence of test operations.

m Instruction Register (IR)— Accepts serially shifted instruc-
tions from the TDI input. The instructions select the test or
debug operation to be performed, the Test Data Register
(TDR) to be accessed, or both.

m  Test Data Registers (TDRs)—Used to process the test data.
Each TDR is addressed by an instruction in the Instruction
Register (IR). The processor includes the following TDRs:

Boundary Scan Register (BSR)—Contains cells connected
to all of the processor’s input and output signals as well
as cells for I/O float control. It allows serial data to be
written into or read from the processor boundary. The
register is controlled with the EXTEST and SAMPLE in-
structions.

Device Identification Register (DIR)—Contains the codes
for manufacturer's identification, part number, and ver-
sion.

Bypass Register (BR)—A path between TDI and TDO
used to transfer test data to and from other board com-
ponents when no test operation is being performed by
the processor.

Hardware Debug Tool Register (HDTR)—Selected by the
USEHDT instruction to connect TDI and TDO, allowing
HDT instructions to be executed.

Built-In Self-Test Result Register (BISTRR)—Selected by
the RUNBIST instruction to connect TDI and TDO, al-
lowing the result of executing the RUNBIST to be
shifted out after the completion of BIST.

m The test signals are as follows:

TCK—The clock for all TAP testing

TDI—Input test data and instructions
TDO—Output data

TMS—Test functions and sequence of test changes
TRST—Test reset

Boundary-scan testing uses shift registers in boundary scan
cells located between the processor’s internal logic and I/O
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buffers to control and observe the behavior of signals at each
pin. The boundary scan cells form a serial shift-register chain,
called a Boundary Scan Register (BSR), around the processor’s
internal logic. Test data is shifted through the boundary-scan
chain by a test program. If all the components on a board
implement this boundary-scan architecture, a single serial
path can be used to test component interconnections.

Parallel output registers are fed by the shift registers. Parallel
data is loaded into the shift register when the TAP controller
exits the capture state (capture_DR or capture_IR). The shift
registers then shift data from TDI to TDO in the shift state
(shift_DR or shift_IR). The parallel output registers hold the
current data while new data is shifted into the shift registers.
The output registers are updated when the controller exits the
update state (update_DR or update_IR).

The sections below describe only those aspects of the IEEE
standard that are implemented uniquely by the AMD5,86 pro-
cessor. For a description of the IEEE-mandatory TAP functions
and the IEEE optional functions implemented by the
AMD5¢86 processor, see the IEEE Standard Test Access Port and
Boundary-Scan Architecture (IEEE 1149.1-1990) specification.

7.8.1 Device Identification Register

The format of the Device Identification Register (DIR) is
shown in Table 7-5. The fields include the following values:

m Version Number—This is incremented by AMD manufactur-
ing for each major revision of silicon.

m Bond Option—The two bits of the bond option depend on
how the part is bonded at the factory.

Part Number—This identifies the specific processor model.

Manufacturer—This is actually only 11 bits (11-1). The
least-significant bit, bit 0, is always set to 1, as specified by
the IEEE standard.

TABLE 7-5. Test Access Port (TAP) ID Code

Version Bond Option Part Number | Manufacturer
(Bits 31-28) (Bits 27-26) (Bits 25-12) (Bits 11-0)
Xh XXb 05XXh 001h
Boundary-Scan Test Access Port (TAP) 7-21
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Public Instructions

The processor supports all three IEEE-mandatory instructions
(BYPASS, SAMPLE/PRELOAD, EXTEST), three IEEE-
optional instructions (IDCODE, HIGHZ, RUNBIST), and three
instructions unique to the AMD5¢86 processor (ALL1, ALLO,
USEHDT). Table 7-6 shows the complete set of public TAP
instructions supported by the processor. In addition, the pro-
cessor implements several private manufacturing test instruc-
tions.

The IEEE standard describes the mandatory and optional
instructions. The ALL1 and ALLO instructions simply force all
outputs and bidirectionals High or Low. The USEHDT instruc-
tion is described below. Any instruction encodings not shown
in Table 7-6 select the BYPASS instruction.

TABLE 7-6. Public TAP Instructions

Instruction Encoding Register Description
EXTEST 00000 BSR As defined by the IEEE standard
AR 00001 BSR | As defined by the IEEE standard
IDCODE 00010 DIR As defined by the IEEE standard
HIGHZ 00011 BR As defined by the IEEE standard
ALL1 00100 BR Forces all outputs and bidirectionals High
ALLO 00101 BR Forces all outputs and bidirectionals Low
vseDT | om0 | mpmw Ao heHardvare Detug Tool GIOD)
RUNBIST 00111 BISTRR As defined by the IEEE standard
BYPASS 11111 BR As defined by the IEEE standard
BYPASS undefined BR g;nggéei ;Itlrsltl?tlicotlllon encodings select the
Notes:

1. Documentation on the Hardware Debug Tool (HDT) is available from AMD under a nondisclosure agreement.
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7.9  Hardware Debug Tool (HDT)

The Hardware Debug Tool (HDT)—sometimes referred to as
the debug port or Probe mode—is a collection of signals, regis-
ters, and processor microcode that is enabled when external
debug logic drives R/S Low or loads the processor’s Test Access
Port (TAP) instruction register with the USEHDT instruction.

Documentation on the HDT is available under nondisclosure
agreement to test and debug developers. For information, con-
tact your AMD sales representative or field application engi-
neer.

Hardware Debug Tool (HDT) 7-23
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Appendix A

Compatibility With the
Pentium and 486 Processors

The AMD5¢86 processor is compatible with the existing Pen-
tium-class hardware and software infrastructure, including
chipsets, motherboards, operating systems, and applications
software. In particular, the following AMD5;86 processor fea-
tures are compatible with the Pentium processor:

m Package and pinout

m Electrical interface (including bus cycles, AC and DC
parameters, interrupt handling, power saving, etc.)

m Instruction set, programming model, memory management,
etc.

Because the AMD5¢86 processor takes a different approach to
implementing the x86 architecture, there are a few subtle dif-
ferences between the Pentium and AMD5¢86 processors. This
appendix describes these differences.
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A.1.1 Signal Comparison
Table A-1 compares the signals on the Pentium processor with
those on the AMD5,86 processor, showing which signals are
supported on each processor.
TABLE A-1. AMD5,86 and Pentium Processor Signal Comparison
Pentium
Signal (735\90, AMDS5486 Function
815\100)
A20M x X Address Bit 20 Mask
A31-A3 X Address Bus
ADS X x Address Strobe
ADSC X X Address Strobe
AHOLD X X Address Hold
AP b X Address Parity
APCHK X X Address Parity Check
APICEN b APIC Enable (High during RESET)
PICD1 x PIC Data 1
BE7-BEO x X Byte Enables
Flush(4) X Dual-Processor Flush
APICID3-APICIDO b'e APIC ID (during reset)
BF X Bus-to-Core Frequency Ratio
BOFF X Bus Backoff
BP3-BP2 X Breakpoint 3 to 2
BP1-BP0O/ Breakpoint 1 to 0 or
PM1-PMO X Performance Monitor 1 to 0
BRDY X X Burst Ready
X Drive-Strength Control (during RESET)
X X Burst Ready
BREQ X X Bus Request
X b Drive-Strength Control (during RESET)
b X Bus Check
CACHE X x Cacheable Cycle
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TABLE A-1. AMD5,86 and Pentium Processor Signal Comparison (continued)

Pentium
Signal (735\90, AMD5,86 Function
815\100)

CLK X X System Clock (5 V-tolerant)
CPUTYP Primary or Secondary Processor
D/C X Data or Code Cycle
D63-D0 b ¢ Data Bus
D/P X Dual or Primary Processor Cycle
DP7-DP0O X X Data Parity
DPEN X Dual Processor Present (during RESET)
PCIDO x PIC Data 0
EADS x X External Address Strobe
EWBE X X External Write Buffer Empty
FERR x x Floating-Point Error

X x Flo.at-Test Mode (dut:ing RESET)

X X Writeback and Invalidate Caches
FRCMC x x f:;rllé;ligéllirRedundancy Checking Mas-
HIT X X Inquire Hit
HITM X X Inquire Hit to Modified Line
HLDA x X Hold Acknowledge
HOLD b'¢ X Hold
TERR X x Internal Error
IGNNE b X Ignore Numeric Error
INIT X X Execute BIST (during RESET)

X b Initialize (warm start)
INV X b Invalid or Shared After Inquire Cycle
KEN X x Cache Enable

b Local Interrupt 0 (APIC enabled)
LINTO/INTR

x b Maskable Interrupt

b Local Interrupt 1 (APIC enabled)
LINT1/NMI

X b Non-Maskable Interrupt
LOCK b X Locked Cycle
M/IO b X Memory or I/0 Cycle
NA X X Next (pipelined) Address
PBGNT x Private Bus Grant

Bus Signals
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TABLE A-1. AMD5,86 and Pentium Processor Signal Comparison (continued)

Pentium
Signal (735\90, AMD5,86 Function
815\100)
PBREQ X Private Bus Request
PCD X X Page Cache Disable
PCHK b Parity Check
PEN X Parity Enable
PHIT X Private Hit
PHITM x Private Hit to Modified Line
PICCLK X PIC clock, 5 V-Tolerant
PRDY b X Probe Ready
PWT X X ‘| Page Writethrough
RS X X Run or Stop
RESET X X Reset
SCYC b X Misaligned Transfer
SMI X X System Management Interrupt
SMIACT X X System Management Interrupt Active
STPCLK X X Stop Clock
TCK X X Test Access Port (TAP) Clock
TDI x b Test Access Port (TAP) Data In
TDO X X Test Access Port (TAP) Data Out
TMS X X Test Access Port (TAP) Test Mode Select
TRST X X Test Access Port (TAP) Reset
W/R x X Write or Read Cycle
WB/WT X x Writeback or Writethrough

A-4
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Bus Interface

A.2.1

A.2.2

Updates to Descriptor Accessed and TSS Busy Bits

For updates to the Accessed bit in the data and code segment
descriptors, the behavior of the AMD5¢86 processor is differ-
ent than the Pentium processor. In the aligned case, the
AMDS5,86 processor performs two 4-byte unlocked reads to
read in the descriptor. If the Accessed bit needs to be set, a 4-
byte locked read and a 4-byte locked write will follow. The
Pentium processor performs an 8-byte unlocked read to get the
descriptor. If the Accessed bit needs to be set, an 8-byte locked
read and a 1-byte locked write will follow.

For the misaligned case, the AMD5,86 processor performs four
unlocked reads to get the descriptor. If the Accessed bit needs
to be set, two locked reads and two locked writes will follow.
The Pentium processor performs two unlocked reads to get the
descriptor. If the Accessed bit needs to be set, two locked
reads will be followed by one 1-byte locked write.

For updates to the Busy bit in the TSS descriptor, the
AMDS5,86 processor behaves in the manner described for
updates to the Accessed bit. The Pentium processor does not
perform the unlocked read to get the descriptor.

Locked and Unlocked CMPXCHG8B Operation

On a locked and misaligned—not on a dword boundary —
CMPXCHGSB operation, the AMD586 processor performs two
split reads followed by two split writes, all under lock, for a
total of eight cycles. The Pentium processor combines the split
reads and split writes, for a total of four cycles.

On a locked and aligned CMPXCHGSB operation, the
AMD5,86 processor performs two reads followed by two
writes, for a total of four cycles. The Pentium processor com-
bines one read and one write, for a total of two cycles.

On an unlocked and non-cacheable CMPXCHGS8B operation,
the misaligned and aligned CMPXCHGSB operations are the

Bus Interface
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same as the locked misaligned and locked aligned
CMPXCHGSB operations, respectively, described above.

On an unlocked and cacheable CMPXCHGSB operation, the
AMDS5k86 and Pentium processors behave the same.

A2.3 Bus Cycle Order of Misaligned Memory and I/0 Cycles

The AMD5¢86 processor performs split (misaligned) memory
read, memory write, and I/O read cycles in the reverse order of
the Pentium processor. Split I/O write cycles occur in the same
order on both processors.

A.2.4 Halt Cycle after FLUSH

When halted, the AMD586 processor reruns a Halt special
cycle after the Flush Acknowledge special cycle following a
cache flush operation. The Pentium processor does not rerun a
Halt special cycle.

A.2.5 Selectable Drive Strengths on Output Driver

The AMD586 processor supports selectable drive strengths on
the following output pins:

A20-A3
W/R
ADS
HITM

This is the same set of output pins that have selectable drive
strengths on the Pentium processor. However, the Pentium
processor supports three drive strengths on these pins while
the AMDS5,86 processor supports two.

A-6
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The selection of the drive strengths differs between the Pen-
tium processor and the AMD586 processor as follows:

Drive Strength BRDYC BUSCHK
Pentium
Strength 1 (weakest) 1 X
Strength 2 (medium) 0 1
Strength 3 (strongest) 0 0
AMD5486
Strength 1 (weak) 1 X
Strength 1 (weak) 0 1
Strength 2 (strong) 0 0
Comments The exact drive characteristics of the two strengths differ from

the Intel parts. Those differences are not documented in this
functional description. See the AMD5¢86 processor data sheet

for more information.

Bus Interface
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A.3  Bus Mastering Operations (including Snooping)

A.3.1 AHOLD Snoop to Linefill Buffer Prior to or Coincident with the
Establishment of the Cacheability of the Line

An AHOLD snoop to the linefill buffer occurs during a linefill
when the address of the snoop matches the address of the line-
fill. If the snoop happens before or coincident with the estab-
lishment of the cacheability of the line via the KEN pin
sampled with the assertion of NA or BRDY (whichever comes
first), the AMD586 processor treats the snoop as a hit,
whereas the Pentium processor treats it as a miss.

Comments In treating the snoop as a hit, the AMD5¢86 processor asserts
the HIT pin and also caches the line as either shared or invalid,
depending on the state of the INV pin. If KEN is sampled inac-
tive, the line is not cached, regardless of the state of the INV
pin.

In treating the snoop as a miss, the Pentium processor deas-
serts the HIT pin and caches the line based on KEN, WB/WT,
and PWT in the same way it does for linefills with no snoop.

The behavior of snoops to the linefill buffer after cacheability
is determined is described in Section A.3.2.

A.3.2 BOFF Asserted before Snoop to Linefill Buffer and after the
Cacheability of the Line is Established

A snoop to the linefill buffer occurs during a linefill when the
address of the snoop matches the address of the linefill. If
BOFF is asserted after the cacheability of the line is deter-
mined via the KEN pin being sampled active (with the asser-
tion of NA or BRDY, whichever comes first) and a snoop to the
linefill buffer occurs with either BOFF or AHOLD or both
asserted, the Pentium processor treats the snoop as a hit,
whereas the AMD5¢86 processor may or may not treat it as a
hit. For DCACHE linefills, the AMD5¢86 processor treats the
snoop as a miss. For ICACHE linefills, the AMD5;86 processor
may treat the snoop as a hit or a miss, because the speculative
nature of the linefills makes their cacheability dependent on
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the code sequence and, therefore, unpredictable from an exter-
nal system point of view.

Comments In treating the snoop as a hit, the AMD5;86 and Pentium pro-
cessors assert the HIT pin and also cache the line as either
shared or invalid, depending on the state of the INV pin. The
cycle restarts after the deassertion of BOFF and AHOLD.

In treating the snoop as a miss, the AMD586 processor deas-
serts the HIT pin. The state of the line is determined based on
KEN, WB/WT, and PWT when the cycle is restarted after the
deassertion of BOFF and AHOLD.

The behavior of snoops to the linefill buffer before cacheabil-
ity is determined is described in Section A.3.1.

A.3.3 Snoop Before Write Hit to ICACHE Appears on Bus

If a write to a valid ICACHE line occurs and a snoop occurs to
the same line before the write appears on the bus, the Pentium
processor generates a snoop hit until the write is on the bus.
The AMDS5,86 processor generates a snoop miss in the window
between when the cache is invalidated and the write appears
on the bus. The ICACHE line is invalidated in both processors
by the time the write appears on the bus.

A3.4 Invalidations during a FLUSH/WBINVD

During a FLUSH/WBINVD between a line copyback and the
Flush Acknowledge cycle, a subsequent snoop to that line
reports a snoop hit modified and generates another copyback.
The Pentium processor invalidates lines as they are accessed
during FLUSH. The AMD5,86 processor invalidates all lines at
the end of a FLUSH.

Once FLUSH/WBINVD has completed, the entire cache is
invalid for both the AMD5¢86 and Pentium processors.

A35 Cache Line Ownership

When the processor generates a read hit to a line in its own
ICACHE, the Pentium processor invalidates the ICACHE and
initiates a DCACHE linefill. However, the AMD5,86 processor

Bus Mastering Operations (including Snooping) A-9
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keeps the ICACHE valid and a non-cacheable, external read is
performed to supply the data.

A.3.6 Werite Hit to a Shared Line in the DCACHE

When a write hits a shared line in the DCACHE, the write is
passed through to the external bus. The state of the WB/WT
pin is sampled with the BRDY (or NA) of the write, and if it is
High, the line changes state from shared to exclusive. Subse-
quent writes to the same line change the state of the line from
exclusive to modified and do not go external. Both the
AMDS5g86 and Pentium processors behave in this manner.

However, if two or more writes to different locations within the
same cache line are queued up in the store buffer, the line is
shared and the WB/WT pin is set High, then the AMD586 pro-
cessor correctly allows the first write to reach the bus and the
line transitions to exclusive. The remainder of the writes to
that line do not show up on the external bus. In the Pentium
processor, the first two or more writes go external. The remain-
der hit the line in the exclusive state and do not go external.

A-10
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A.4  Memory Management

A4.1 Speculative TLB Refills

The Pentium processor performs speculative TLB refills
(including setting the accessed bit) for code prefetches. This
may result in the accessed bit being set for a page that is not
actually used. The AMD5¢86 processor does not perform spec-
ulative TLB refills.

A.4.2 Page Fault Encountered by a Load/Store Type of Instruction

On a read page fault encountered by a load/op/store type of
instruction, the error code reported by a 486 processor indi-
cates a read operation, whereas the Pentium processor indi-
cates a write operation. The AMD5¢86 processor reports the
same error code as the 486 processor.

Memory Management A-11
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A.5 Power Saving Features

A.5.1 STPCLK in Halt State

When in the Halt state, the AMD5g86 processor responds to
STPCLK and enters the Stop Grant state. The Pentium proces-
sor ignores STPCLK in the Halt state.

A.5.2 STPCLK Pulse does not Guarantee That One Instruction
Executes

Unlike the Pentium processor, the AMD5,86 processor does
not guarantee that at least one instruction will be executed
between the deassertion of STPCLK and a subsequent reasser-
tion of STPCLK. On the Pentium processor, at least one
instruction is guaranteed to execute.

A5.3  Simultaneous I/0 SMI Trap and Debug Breakpoint Trap

On a simultaneous I/O SMI trap and debug breakpoint trap, the
AMD5¢86 processor responds to the SMI first and postpones
writing the fault frame for the debug trap to the stack until
after the resumption of normal execution via RSM. (If debug
registers DR3-DRO are going to be used while in SMM, they
must be saved and restored by the SMM software. DR6 and
DR?7 are automatically saved and restored.) This is similar to
the Pentium processor behavior (P54C only) with TR12.ITR set
to 1, although the postponing of the debug trap is only accom-
plished with trapped I/O instructions, where the timing of the
SMI met the requirements for SMI I/O trapping.

On the AMD5,86 processor, if, on the RSM, the I/O Restart
Flag in the SMM save area is set, the debug trap is cancelled
and will be redetected as a result of the reexecution of the I/O
instruction.

A5.4 SMM Save Area

The contents of any reserved locations are not necessarily the
same between the AMD5,86, Pentium, and the 486 processors.

A-12
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A55 NMI Recognition during SMM

Comment

When operating in SMM, an NMI request should not be recog-
nized unless an enabled INTR is encountered. Both the
AMD5¢86 and Pentium processors do this correctly, but in
slightly different ways. The Pentium processor takes the NMI
request immediately after recognizing the INTR, but before
executing any instructions from the interrupt handler. The
AMDS5,86 processor takes the NMI request upon encountering
the IRET in the interrupt handler. (In fact, the AMD5,86 pro-
cessor unmasks NMI when any IRET is encountered, not just
one associated with INTR.) '

With both processors, the Intel recommendation of using a
fake INTR to unmask NMI while in SMM works correctly.

Power Saving Features
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A.6  Exceptions

A.6.1 Limit Faults on an Invalid Instruction

When executing an instruction that crosses a limit boundary
and the instruction is interpreted as invalid, the AMD586 pro-
cessor prioritizes the invalid opcode fault. The Pentium and
486 processors prioritize the limit violation fault.

A.6.2 Task Switch

On a task switch, the AMD5¢86 processor sets the busy bit of
the incoming task after storing the outgoing TSS according to
486 and Pentium processor documentation. The Pentium pro-
cessor sets the busy bit before trying to store the outgoing TSS.
If a fault occurs while trying to store the TSS, the Pentium pro-
cessor clears the busy bit. The end result of the instruction is
the same on both processors.

A-14
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A.7.1

A.7.2

A.7.3

Proprietary Branch Trace Messages

Branch trace messages are different. The AMD5¢86 processor
uses the same BE pattern for the special bus cycles as the Pen-
tium processor, but the format of decoding information is dif-
ferent.

Multiple Debug Breakpoint Matches

Multiple debug breakpoint matches do not set multiple B bits
in DR6 on the AMD5¢86 processor.

Simultaneous Debug Trap and Debug Fault

If a debug trap associated with the completion of an instruc-
tion (single-step trap or load/store breakpoint) occurs at the
same time as a debug fault (instruction breakpoint) on the next
instruction, the Pentium processor merges the two conditions
into a single call to the debug handler, setting both B bits in
the debug status register. The AMD586 processor processes
the two conditions serially, setting the appropriate B bits for
each invocation of the handler.

Debug
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internal snooping 2-22
invalidation 2-20, 5-89, 6-22
invalidation cycles 5-36, 5-181
invalidations 2-16, 2-17
L2 6-9,6-19
line fills 2-17, 5-150
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line-fill buffers 2-23
locking 2-13
MESI state 2-16, 2-18, 5-73, 5-106, 5-135, 5-136,
6-10
organization and management 2-13
replacement 2-20
SMM memory 6-5
snooping 2-20, 2-21
speed 6-9
tags 2-16
task switches 2-16
testing 7-7
writebacks 5-150, 5-154
write-once protocol 6-19
CLK 5-11, 5-37, 5-53, 5-193
Clock xvi
test 5-128
Clock Signals 5-11
Clocks 5-37
CLK 5-53
control 6-33
dead or idle 5-138, 5-170
delay function 6-41
design 6-40
disable stopping 7-4
state transitions 6-34
stopping 5-123
synthesizer 6-42
CMPXCHGSB 3-32, 5-139
Code
D/C 5-54
optimization 4-1
Compatibility
bus signals A-2
Pentium processor A-1
CPL 5-141
CPUID 3-29
CR4 3-2,3-33
Current privilege level 5-141
Cycle xvi
Cycle Definition and Control Signals 5-9

D
D/C 5-9, 5-54, 5-137
D63-D0 5-10, 5-56
Data
bus 5-56
cache 2-15
D/C 5-54
embedded in code 4-2
parity 5-10
signals 5-10
transfers 5-42
wait states 5-42
DBP 7-4
DC 7-4

I-2
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DDC 7-4
DE 3-3
Dead clock 5-138, 5-170
Debug 7-1
branch tracing 7-17
breakpoints 5-16
control 7-4
extensions 3-3
/O breakpoints 7-16
port 5-104, 5-108, 7-23
registers 7-16
signals 5-11
Decode 2-7
Fastpath 2-7
microcode 2-7
predecode 2-3
Dependencies 2-8, 2-11, 4-2
Design Support 6-45
Device Identification Register 7-21
DIC 7-4
Dirty bit 5-172
Disable Branch Prediction 7-4
Disable Data Cache 7-4
Disable Instruction Cache 7-4
Disable Stopping Processor Clocks 7-4
Dispatch 2-8
conflicts 4-3
timing 4-5
DP7-D0 5-10, 5-57, 5-58
Drive Strength 5-47
DSPC 7-4

E
EADS 5-10, 5-59
EFLAGS Register 3-15
Errors
floating-point 5-65, 5-81
internal 5-80
EWBE 2-26, 5-9, 5-63, 5-145
Exceptions 3-21, 5-14, 5-17
alignment 5-139
debug 5-16
in SMM 6-32
machine check 3-4
machine-check 5-48, 5-102, 5-103
Exceptions. Also see Interrupts
Execution
branch unit 2-10
floating-point unit 2-10
integer/shift units 2-9
load/store units 2-10
pipeline 2-4
speculative 2-10
timing 4-5
units 2-8
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External Interrupts 5-14
External Interrupts Signals 5-11
External Write Buffers 5-63

F
Fastpath 2-7
Features 1-2

FERR 5-10, 5-65

Fetch 2-6

Flags
IF 5-87
undefined 4-2
VIF 3-13,3-15
VIP 3-13,3-15

Float Test 7-7
Floated Outputs

BOFF 5-39

HLDA 5-76
Floating-Point

errors 5-10, 5-65

top-of-stack 4-4

unit 2-10
FLUSH 5-11, 5-17, 5-36, 5-67, 5-181, 5-184
Flush xvii

pipeline 5-14
FLUSH Acknowledge Cycle 5-36, 5-181, 5-184
Forwarding 2-8, 2-11, 2-12, 2-16, 2-17
FRCMC 5-11, 5-70
Functional-Redundancy Checking 5-70, 7-18

G

G 3-8,3-11

GDT 5-177

Global Page Extension 3-3, 3-8, 3-9, 3-11
Global Pages 3-8, 3-9, 3-11

GPE 3-3

Ground 6-38

Ground Bounce 5-31

H
Halt Restart Slot 6-30
Halt State 5-9, 5-36, 5-124, 5-181, 6-34, 7-4
Hardware Configuration Register (HWCR) 7-3
Hardware Debug Tool (HDT) 5-104, 5-108, 7-23
HDT 5-104, 5-108, 7-23
ready 5-104
Heat 6-44
HIT 5-10, 5-72
HITM 5-10, 5-74
HLDA 5-9, 5-76, 5-167, 5-169
HLT 5-36, 5-181
HOLD 5-9, 5-78, 5-167, 5-169, 6-19
HWCR 7-3
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I
/0
breakpoints 7-16
cycles 5-9
M/IO 5-96
trap dword 6-31
trap restart Slot 6-31
Idle clock 5-138,5-170
IDT 5-177
IEEE 1149.1 5-128, 5-129, 5-130, 5-131, 5-132,
7-19
IERR 5-11, 5-80
IGNNE 5-10, 5-81
Illegal Instructions 3-38
Indexed Addressing 4-3
INIT 5-9, 5-11, 5-17, 5-82, 5-196
Initialization 5-82,5-110
Inquire Cycles 2-21, 5-9, 5-157, 6-12, 6-14
HIT 5-72
HITM 5-74
MESI state 5-73
signals 5-10
Instruction Boundary 2-12
Instruction Cache 2-14
Instruction-Retirement Boundary 2-12
Instructions 3-28
address-generation interlocks 4-4
ALU classes 2-9
bit scan 4-4
bit test 4-4
boundary 2-12
branch 4-2
byte operations 4-3
CMPXCHGSB 3-32, 5-139
CPUID 3-29
data in code 4-2
dependencies 4-2
floating-point 4-4
HLT 5-36, 5-181
illegal 3-38
indexed addressing 4-3
integer 4-8
INVD 5-36, 5-181
jumps 4-3
load 2-15
loops 4-3
memory operands 4-2
MOV to/from CR4 3-33
move and convert 4-3
multiplies 4-3
operands 4-2
optimization 4-1
performance 4-1
prefixes 4-3
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RSM 3-37

serializing 2-8

shifts 4-2

short forms 4-1

simple 4-1

stack 4-2

store 2-15, 2-24

SYSCALL 3-4

SYSRET 3-4

test 7-22

USEHDT 5-104, 5-108, 7-23

WBINVD 5-36, 5-181

WRMSR 3-35

x86 predecode 2-3
Integer Instructions 4-8
Integer/Shift Units 2-9
Internal Architecture 2-1
Internal Errors 5-80
Internal Resistors 5-4
Internal Snooping 2-22
Interrupt Acknowledge 5-9, 5-86, 5-176
Interrupt Redirection 3-12
Interrupt Redirection Bitmap (IRB) 3-13, 3-21
Interrupt-acknowledge operations 2-8
Interrupts 5-14, 5-17

5-47

FLUSH 5-67

in SMM 6-32

INIT 5-82

interrupt acknowledge 5-86, 5-176

interrupt flag 5-87

interrupt-acknowledge 2-8, 5-176

interrupt-table access 3-23

INTR 5-16, 5-85

IRB 3-13

latched 5-16

maskable 5-85

NMI 5-16, 5-98

precise 5-14

R/S 5-108

recognition 5-14

redirection 3-12, 3-21

simultaneous 5-16

SMI 5-117

SMI acknowledge 5-122

software 3-21, 5-14, 5-87

virtual 3-13, 3-15
Interrupts. Also see Exceptions
INTR 5-11, 5-16, 5-17, 5-85, 5-176
INV 5-10, 5-89
Invalidation 5-89

buffer 2-25

cache 2-16, 2-20, 6-12, 6-22

pipeline 5-14

RDMSR 3-35 INVD 5-36, 5-181
RDTSC 3-34 IRB 3-13, 3-21
I-4 Index



AMDAQ\

18524B/0—Mar1996

Issue 2-8

J
JTAG 5-128, 5-129, 5-130, 5-131, 5-132, 7-19
Jumps 4-3

K
KEN 5-10, 5-90, 5-137, 5-151

L

L2 Cache 6-9

Latched Interrupts 5-16
Line-Fill Buffers 2-23

Load 2-15

Load/Store Units 2-10

LOCK 5-9, 5-92

Locked Cycles 5-9, 5-92, 5-170
Loops 4-3

M
MIO 5-9, 5-96, 5-137
Machine-Check Address Register (MCAR) 3-4,
3-25
Machine-Check Enable 3-3, 3-4
Machine-Check Exception 3-4, 5-48, 5-102, 5-103
Machine-Check Type Register (MCTR) 3-4, 3-26
Maskable Interrupts 5-85
MCAR 3-4, 3-25
MCE 3-3, 3-4
MCTR 3-4, 3-26
Memory 6-1
cacheable 2-13, 6-4, 6-5
decoding 6-4
M/IO 5-96
management 2-26
map 6-2
MMU 2-26
operands 4-2
ordering 2-26
paging 2-28
read/write reordering 2-27
segmentation 2-27
SMM 6-5
stack 4-2
storage model 2-26
TLBs 2-28
MESI State 2-16, 2-18
inquire cycles 5-73
reads 5-135
writes 5-136
Microcode 2-7
Misalignment
order of data transfers 5-148
MMU 2-26
Model-Specific Registers (MSRs) 3-25
MOV to/from CR4 3-33
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Move and Convert 4-3
MSRs 3-25
Multiplies 4-3

N

NA 5.9,5-97,5-151

Next Address 5-97

NMI 5-11, 5-16, 5-17, 5-98
Noise Reduction 6-43
Non-Maskable Interrupts 5-98
Notation xv, 4-5

Numeric Errors 5-81

()]
Opcodes
reserved 3-38
Operands 4-2
aligned 5-115
alignment 5-139
Optimization 4-1
Output-Float Test 7-7
Outputs at RESET 5-113
Outputs Floated With BOFF 5-39
Outputs Floated With HLDA 5-76

P
Page Cache Disable 5-100
Page Size 3-8, 3-11
Page Size Extension 3-3, 3-5
Page Writethrough 5-106
Page-Directory Entry (PDE) 3-8
Pages
4-Mbyte 3-5, 3-8
Page-Table Entry (PTE) 3-10
Paging 2-28
cacheable 5-100
global 3-8, 3-9, 3-11
page size 3-8, 3-11
page-directory entry 3-8
page-table entry 3-10
Parity 5-9, 5-10
address 5-32, 5-33, 5-158
data 5-58, 5-102
enable 5-103
PCD 5-10, 5-100
PCHK 5-10, 5-142
PDE 3-8
PEN 5-10, 5-103, 5-142
Performance 4-1
Peripheral Products 6-45
Pipeline 2-4
byte queue 2-7
decode 2-7
dependencies 2-8, 2-11
dispatch 2-8
dispatch conflicts 4-3
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execute 2-8
fetch 2-6
flush 5-14
flush (FLUSH) 5-68
flush (INIT) 5-83, 5-196
flush (INTR) 5-85
flush (NMI) 5-99
flush (R/S) 5-108
flush (RESET) 5-111
flush (SMI) 5-118, 5-190
flush (STPCLK) 5-124, 5-193
forwarding 2-8, 2-11, 2-12, 2-16, 2-17
invalidation 2-12
issue 2-8
load 2-15
performance 4-1
retirement 2-12
serialization 2-7
store 2-15, 2-24
synchronization 2-7
Power 6-38
Power Management 5-123, 6-33
PRDY 5-9, 5-11, 5-104
Precise interrupts 5-14
Predecode 2-3
Prefetch 2-3
buffer 2-3, 2-22, 2-24
Prefixes 4-3
Privilege level 5-141
Probe Mode 5-104, 5-108, 7-23
Probe Ready 5-104
Protected Virtual Interrupts 3-3, 3-24
PS 3-8, 3-11
PSE 3-3
PTE 3-10
Public TAP Instructions 7-22
PVI 3-3,3-24
PWT 5-10, 5-106, 5-151

R
R/S 5-11, 5-17,5-108
RDMSR 3-35
RDTSC 3-34
Reads
I/O 5-147
MESI state 5-135
reordering 2-27 :
single-transfer from memory 5-142
single-transfer misaligned 5-148
W/R 5-133
Real Mode
transition from protected mode 5-196
References xviii
Register
file 2-12
Registers
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AAR 7-8

CR4 3-2,3-33

debug 7-16

DR7-D0 7-16

EFLAGS 3-15

HWCR 7-3

MCAR 34, 3-25

MCTR 3-4, 3-26

model-specific 3-25

MSRs 3-25

operands 4-2

state after RESET or INIT 5-111

TAP device ID 7-21
Reorder Buffer (ROB) 2-11
Reordering of Reads and Writes 2-27
Replacement

buffer 2-25

cache 2-20
Reserved Opcodes 3-38
RESET 5-9, 5-11, 5-110
Reset (soft) 5-82
Retirement 2-12, 2-24
ROB 2-11
ROPs 2-7, 2-8
RSM 3-37

S
SCYC 5-9, 5-115
Segmentation 2-27
Self-Modifying Code 2-21, 2-23
Serialization 2-7
Serializing instructions 2-8
Shift Units 2-9
Shifts 4-2
Shutdown Cycle 5-183
Shutdown State 5-9, 5-36, 5-181
Signals
A20M 5-9, 5-19, 6-22
A31-A3 5-9, 5-21, 5-138
address 5-9
ADS 5-9, 5-25, 5-137
ADSC 59, 5-28
AHOLD 5-9, 5-29, 5-158, 5-160, 5-161, 6-17
AP 5.9, 5-32
APCHK 5.9, 5-33, 5-158
BE7-BEO 5-34, 5-57, 5-138
BF 5-11, 5-37
BOFF 5-9, 5-38, 5-163, 5-165, 5-174, 6-15
BRDY 5-10, 5-42, 5-138, 5-151
BRDYC 5-10
BREQ 5-9, 5-46
bus arbitration 5-9
BUSCHK 5-11, 5-17, 5-47
byte enables 5-34
CACHE 5-10, 5-50, 5-137
cache control 5-10
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characteristics 5-4

CLK 5-11,5-37, 5-53, 5-193

clock 5-11

compatibility A-2

cycle definition and control 5-9

D/C 5-9, 5-54, 5-137

D63-D0 5-10, 5-56

data 5-10

debug 5-11

descriptions 5-18

DP7-DO 5-10, 5-57, 5-58

drive strength 5-47

driving and sampling 5-8

EADS 5-10, 5-59

EWBE 2-26, 5-9, 5-63, 5-145

FERR 5-10, 5-65

floated 5-4

floating-point error 5-10

FLUSH 5-11, 5-17, 5-36, 5-67, 5-181, 5-184

FRCMC 5-11, 5-70

groups 5-3

HIT 5-10, 5-72

HITM 5-10, 5-74

HLDA 5-9, 5-76, 5-167, 5-169

HOLD 5-9, 5-78, 5-167, 5-169, 6-19

IERR 5-11, 5-80

IGNNE 5-10, 5-81

INIT 5-9, 5-11, 5-17, 5-82, 5-196

inquire cycle 5-10

internal resistors 5-4

interrupt 5-11

interrupt-acknowledgement 5-11

INTR 5-11, 5-16, 5-17, 5-85, 5-176

INV 5-10, 5-89

KEN 5-10, 5-90, 5-137, 5-151

LOCK 5-9, 5-92

M/IO 5-9, 5-96, 5-137

NA 5.9, 5-97, 5-151

NMI 5-11, 5-16, 5-17, 5-98

outputs at RESET 5-113

parity 5-9, 5-10

PCD 5-10, 5-100

PCHK 5-102, 5-142

PEN 5-10, 5-103, 5-142

PRDY 5-9, 5-11, 5-104

PWT 5-10, 5-106, 5-151

R/S 5-11, 5-17, 5-108

RESET 5-9, 5-11, 5-110

SCYC 5-9, 5-115

SMI 5-11, 5-17,5-117, 5-190

SMIACT 5-9, 5-11, 5-122, 5-190

STPCLK 5-11, 5-17, 5-36, 5-123, 5-181, 5-193,
6-33

TCK 5-11, 5-128

TDI 5-11, 5-129

TDO 5-11, 5-130
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test 5-11
TMS 5-11, 5-131
TRST 5-11, 5-132
W/R 5-9, 5-133, 5-137
WB/WT 5-10, 5-134, 5-151
Signals:PCHK 5-10
Simultaneous Interrupts 5-16
SMI 5-11, 5-17, 5-117, 5-190
SMIACT 5-9, 5-11, 5-122, 5-190
SMM 5-117, 5-122, 6-23
base address 6-28
exceptions and interrupts in SMM 6-32
Halt restart 6-30
¥/O restart 6-31
1/O trap dword 6-31
initial state 6-25
memory map 6-5
revision identifier 6-28
RSM instruction
state-save area 6-25
timing 5-190
transition from normal execution 5-190
Snoop xvii
Snoop. See also Internal Snooping
Snoops 2-21, 6-12
See also, Inquire Cycles
writeback buffer 2-26
Software Environment 3-1
Software Extensions 3-1
4-Mbyte pages 3-8, 3-11
branch tracing 7-17
debug control 7-4
debugging extensions (DE) 3-3
disable branch prediction 7-4
disable data cache 7-4
disable instruction cache 7-4
disable stopping processor Clocks 7-4
global page extension (GPE) 3-3, 3-8, 3-9, 3-11
/O breakpoints 7-16
interrupt redirection bitmap (IRB) 3-21
machine check 3-3
machine check enable (MCE) 3-4
page size extension (PSE) 3-3, 3-5
protected virtual interrupts (PVI) 3-3, 3-24
system call 3-4
time stamp disable (TSD) 3-3, 3-27
Virtual-8086 Mode extension (VME) 3-3, 3-12
Software Interrupts 3-21, 5-14, 5-87
Special Bus Cycles 5-9, 5-181
branch tracing 7-17
branch-trace message 5-188
cache-invalidation 5-185
cache-writeback and invalidation 5-186
encoding 5-36, 5-181
FLUSH acknowledge 5-184
interrupt acknowledge 5-86, 5-176
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shutdown 5-183
Speculative Execution 2-10
Spikes 5-31
Split Cycles 5-115
Stack
allocation 4-2
references 4-2
State
Halt 5-9, 5-36, 5-124, 5-181, 7-4
Shutdown 5-9, 5-36, 5-181
Stop-Clock 5-9, 5-53, 5-126
Stop-Grant 5-9, 5-36, 5-125, 5-181, 7-4
Stop-Grant Inquire 5-125
States
halt 6-34
stop-clock 6-38
stop-grant 6-37
stop-grant inquire 6-37
Stop-Clock State 5-9, 5-53, 5-126, 5-193, 6-38
Stop-Grant Inquire State 5-125, 6-37
Stop-Grant State 5-9, 5-36, 5-125, 5-181, 5-193,
6-37,7-4
Storage
EWBE 2-26
model 2-26
ordering 2-26
read/write reordering 2-27
Store 2-15, 2-24
Store Buffer 2-8, 2-11, 2-12, 2-22, 2-24
STPCIK 5-11, 5-17, 5-36, 5-123, 5-181, 5-193, 6-33
Strong Memory Order 2-26
Successor index 2-6
Synchronization 2-7
System Call 3-4
System Design 6-1
System Management Mode. See SMM

T
Tags
linear 2-16
physical 2-16
recovery 2-17
TAP 5-128, 5-129, 5-130, 5-131, 5-132, 7-19
Task Switches 2-16
TCK 5-11, 5-128
TDI 5-11, 5-129
TDO 5-11, 5-130
Terminology xvi
Test 7-1
AAR 7-8
arrays 7-7
BIST 7-5
boundary scan 7-19
cache 7-7
clock 5-128
data input 5-129
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data output 5-130
float 7-7
functional redundancy 7-18
HDT 7-23
HWCR 7-3
instructions 7-22
mode select 5-131 -
PRDY 5-104
R/S 5-108
reset 5-132
TAP 7-19
TAP device ID 7-21
TLBs 7-7
Test Access Port (TAP)
TCK 5-128
TDI 5-129
TDO 5-130
TMS 5-131
TRST 5-132
Test Signals 5-11
Thermal Design 6-44
Time Stamp Counter (TSC) 3-3, 3-27
Time Stamp Disable 3-3, 3-27
Time-Stamp Counter (TSC) 3-34
TLBs 2-28
testing 7-7
TLB miss 5-172
TMS 5-11, 5-131
Triple Fault 5-36, 5-181
Tristate Test 7-7
TRST 5-11, 5-132
TSC 3-3,3-27, 3-34
TSD 3-3, 3-27

U
Undefined Flags 4-2
USEHDT 5-104, 5-108, 7-23

A%

VIF 3-13,3-15

VIP 3-13,3-15

Virtual Interrupt Flag (VIF) 3-13, 3-15

Virtual Interrupt Pending (VIP) flag 3-13, 3-15
Virtual-8086 Mode Extensions (VME) 3-3, 3-12
VME 3-3,3-12

W
W/R 5-9, 5-133, 5-137
Wait States 5-42
WB/WT 5-10, 5-134, 5-151
WBINVD 5-36, 5-181
Weak Memory Order 2-26 -
Writebacks xvii, 2-18, 2-19, 2-20, 5-106, 5-134,
5-154, 6-10
buffers 2-8, 2-12, 2-22, 2-25, 2-26
Write-Once Protocol 6-19

-8

Index



AMDA\

18524B/0—Mar1996 AMDS5,86 Processor Technical Reference Manual
Writes single-transfer from memory 5-142

effect of EWBE 5-145 single-transfer misaligned 5-148

effect of EWBE 5-145 strongly ordered 2-26

EWBE 2-26 W/R 5-133

/0 5-147 Writethroughs xvii, 2-18, 2-19, 2-20, 5-106, 5-134,

MESI state 5-136 6-10

reordering 2-27 WRMSR 3-35
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BELGIUM, Antwerpen TEL - o I LORENZ SALES (314) 997-4558

CHINA, NEBRASKA
Beijing TEL (861) 465-1251 LORENZ SALES (402) 475-4660

17 GO (861) 465-1291 NEW YORK,
Shanghai TEL (8621)267-8857 Hauppauge — COMPONENT
TEL ... (8621)267-9883 CONSULTANTS, INC (516) 273-5050
FINLAND. Helsinki ?23( .(8%281 )0286871-31111(7) East Syracuse — NYCOM .......ccceceeemurremncnserninenns (315) 437-8343
, Feisinki . i - .
A .}358 oge1 st OHrglrpon NYCOM (716) 425-5120
FRANCE, Paris TEL . (1) 49-75-1010 v
FAX . (1) 49-75-1013 Centerville — DOLFUSS ROOT & CO ...
GERMANY, Westlake — DOLFUSS ROOT & CO ..
Bad Homburg TEL (06172)-92670 PUERTO RICO
.5 G (06172)-23195 COMP REP ASSOC, INC ...ccourrerrrnerensnsseaseneenns (809) 746-6550
Miinchen (089) 450530 UTAH
(089) 406490 FRONT RANGE MARKETING .........oocvovnrvrnrrrersennenns (801) 288-2500
HONG KONG, Kowloon......... TEL (852) 2956-0388 WASHINGTON
FAX .(852) 2956-0588 ELECTRA TECHNICAL SALES .........ooemrrrrerenrrrnnne (206) 821-7442
ITALY, Milano . (02) 339-0541 WISCONSIN
FAX (02) 3810-3458 Brookfield - Industrial Representatives, Inc................ 414) 574-9393
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